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Abstract

Bayesian Neural Networks are the gold standard approach to Big Data problems nowa-
days. Nonetheless, performing inference on them remains a primary challenge. The vast
number of parameters a Neural Network often needs distorts the posterior distributions in
undesirable ways. Several approaches already exist to address this issue, mainly Hamilto-
nian Monte Carlo techniques and Variational Inference. However, the massive amount of
data these models needs creates the so-called data bottlenecks that make the likelihoods
impossible to compute. The use of sub-samples to address this makes all these approaches
biased.

In this work, we propose Piece-wise Deterministic Markov Processes as an alter-
native, motivated by their unbiasedness even if sub-sampling is required. We will be
particularly interested in the Boomerang Sampler, which is well-suited for the large-
dimensional setting. This work provides a thorough theoretical review of these methods,
including detailed proofs of the maths supporting them that are usually omitted in the
literature and the existing techniques for their usage. We provide ready-to-use code that
allows their implementation in complicated models. We also conduct several experiments
to show their robustness to potential alterations of the models to finally conclude that
the Boomerang Sampler is a promising alternative to perform inference on BNNs.
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Chapter 1

INTRODUCTION

Being able to infer quantities that are unknown, either because it is not possible or it
is too expensive to observe them, has always been a central problem in any area of
human knowledge. However, it has gained even more importance in the last decades.
The significant progress in the computational sciences made computers able to deal with
vast amounts of data, making it possible to create data sets with great statistical power
in almost any field of research. From streamflow forecasting in hydrology [31] to cell
counting in medicine [59], obtaining reliable estimations of quantities of interest based
on some known characteristics of the individuals of study is often the primary goal of
any scientific research study nowadays. For these reasons, a statistical methodology that
tackles this class of problems is essential for many fields.

More formally, these problems belong to a broader class of problems, well-known
in the computer science and statistics literature as Supervised Learning[56]. In a
Supervised Learning problem, X = (X(1), ..., X(d)) denotes a vector of predictors, and Y
is the response. The predictors are usually chosen to have some relationship with the
response variable. In particular, one commonly assumes that a functional relation exists
Y = r(X). The task under this setting is to estimate that function r using a set of n
realisations from (X, Y ).

This class splits into two big sub-classes of problems: Regression and Classifica-
tion. Each is characterised by whether the response variable is continuous or categorical.
This project will only consider Supervised Learning problems, focusing on the regression
problem. However, all the methods used here are readily transferable to classification
problems with no need for any extra justification other than the pertinent changes in the
model.

More specifically, the sort of problem that this work will be targeting (although not
addressing any particular one) is big data problems. This means it will attempt to study
scalable methods to large dimensions, that must be flexible enough to provide accurate
estimations of the true function r even when X is of a large dimension. Among all the
available models (or methods to estimate r) for supervised problems, Neural Networks
are the ones that offer better control of the flexibility and can adapt to most of the
problems of interest [56].

However, when the model gets complicated and the dimension increases, neural net-
works operate as black boxes with intractable functional expressions (although they are
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functional models). The fact that we can exactly know the corresponding output for each
input, but we do not know how that output was obtained, complicates quantifying the
uncertainty associated with each output. Thus the usage of traditional networks leads
decisions to rely on values obtained in an uninterpretable manner. Instead of just using
these deterministic estimations, Bayesian methods will provide a formal way to under-
stand and quantify the uncertainty associated with a particular estimation. Moreover,
Bayesian formulation also provides regularisation approaches that have an interpretation
as prior distributions. Thus, they are well suited to formally perform model selection and
shrinkage, which are how Neural Networks control the amount of flexibility.

This framework of implementing Bayesian methodology in neural networks is known
in the literature as Bayesian Neural Networks. The change of paradigm induced by
these Bayesian ideas also implies a change in the formulation of the problem. Instead of
a large number of deterministic parameters to estimate, the target is a large-dimensional
probability distribution. Since there is no hope of obtaining this distribution in a closed
form, Monte Carlo methods are used to estimate the quantities of interest. Succinctly,
the problem of interest is sampling from a large-dimensional probability distribution.

This dissertation intends to investigate the implementation of Piece-wise Deter-
ministic Markov Processes (PDMP) in this setting. PDMPs are a recent and promis-
ing MCMC method to sample from posteriors from which only evaluation up to a pro-
portionality constant is possible. Therefore, they are particularly well suited for Bayesian
inference [28]. They were introduced as a continuous-time non-reversible alternative to
improve the mixing properties, and convergence speed of classical MCMC methods [2, 47].

The ultimate goal of this work is to investigate whether these methods apply to
Bayesian Neural Networks, with a particular focus on the recently proposed Boomerang
Sampler[5]. Firstly, the theory behind PDMPs and the strategies available to implement
them in practice will be analysed to assess whether this is possible for intractable distri-
butions, as in BNNs. Secondly, an empirical study on how well it scales will be conducted,
using Hamiltonian Monte Carlo (HMC) as a benchmark since it is the current state-of-art
for MCMC methods on large dimensions. Then, a similar experiment will assess how well
it performs model selection. Finally, its performance on BNNs is compared to yet another
state-of-art inference technique, Variational Inference (VI).

The report will be structured as follows: the remainder of this chapter will describe
the fundamental concepts mentioned before with more care. Chapter 2 will introduce
and define PDMPs, focusing on the Boomerang Sampler, including a detailed analysis
of the mathematics that justifies its validity and will pose the main challenge of imple-
menting PDMPs: sampling from a non-homogeneous Poisson Process. Chapter 3 will
present the methods investigated to sample from non-homogeneous Poisson Processes.
In Chapter 4, the methodology used for experimental purposes is detailed, from code to
the experimental settings that led to the main findings.

1.1 Neural Networks

Presented as an artificial device that mimics the behaviour of the brain, Neural Networks
are nowadays the gold standard to provide a solution to data-related problems. Minsky
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Figure 1.1: A diagram of how Neural Networks work illustrated by a simple 2-3, 3-1 Multilayer
Perceptron with one dense (fully connected) hidden layer and a single output. The σl represent
activation functions.

and Papert [46] first devised and formally defined them as a generalisation of the Percep-
tron introduced by Rosenblatt [55]. In such generalisation, a set of Perceptrons -which
are the units or nodes of the network- are ordered in layers and linked to subsequent
layers to pass information forwards each time a unit of data is introduced to the net-
work. It does so by inputting linear combinations of the information received from the
previous layer to an activation function, which is meant to decide ”how important” that
information is. A scalar parameter represents each connection. The diagram in Figure
1.1 represents the workflow.

The reason why they are at the forefront of research is the flexibility they offer. All
the broad existing literature on the topic is developed based on the idea that any problem
for which appropriate and relevant data is available can be tackled using a neural network
-although there may be simpler and more efficient solutions depending on the problem.
As an illustration, in [41], Hornik et al. show that neural networks with architectures
as simple as the presented above (known in the literature as Multilayer Perceptron) are
capable of approximating any measurable function over a finite-dimensional space to any
desired degree of accuracy. This idea read in statistical terms would be: any regression
problem can be solved using an appropriate neural network.

This result can be easily extended to classification problems using the well-studied
”kernel trick”, which allows mapping a non-separable data set to a higher dimensional
space -that can be even infinite- so that it becomes separable. If, with just an MLP, it
is possible to approximate any function, it seems reasonable to think that we can do the
same thing with feature maps. Once the data is mapped, it can be classified as usually,
and the problem is solved. The Fold-and-Cut theorem [20] gives a pictorial illustration
of this idea. Any shape delimited by straight lines (the classification boundary of some
class of a non-separable data set) can be cut from a sheet of paper (separated from the
other classes) with a single straight cut after it is appropriately flat folded (with a line
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Figure 1.2: a diagram of the architecture of AlexNet, a well-known Convolutional Neural
Network[44], designed for Image Classification.

after it has been appropriately mapped to a higher-dimensional space). In other words:
any classification problem can be solved using an appropriate neural network.

To wrap up, since classification and regression are the two big groups of problems
we will be facing, it may so far seem that neural networks are a panacea. However, it
is crucial to understand that ”any problem can be solved by a Neural Network” does
not mean that ”any Neural Network solves any problem”. Neural Networks such as the
ones presented above are now more of a ”toy example” for educational purposes, but, in
current real-world applications, much more complicated architectures are used. Aiming
to exploit the mentioned flexibility, many different sub-classes of Neural Networks have
been designed, giving rise to a long list of ”buzz words” that any reader may have heard
- such as Deep Learning or Convolutional Neural Networks. Figure 1.2 shows an example
of what an actual Neural Network looks like, which is quite different from the initially
presented example.

A natural question arises with the above: how to choose a neural network for a given
problem. Much work has already been done in terms of architecture. Hence this question
will not be considered here as this ends up being problem-specific. However, after an
architecture is chosen, the parameters that determine the output need to be specified.
This poses the main challenge associated with Neural Networks and is usually known
as the Training Process. The most common approach is to define a loss function that
measures the departure of the current solution from the true one. A minimisation problem
is then formulated to find the optimal set of parameters. To solve it, the most common
method used is backpropagation which, roughly speaking, consists of taking steps against
the direction of the gradient of the loss function for the parameters, as this represents
the direction of maximum positive variation.

This solution has many possible pitfalls. If one thinks of an MLP such as the one
shown in Figure 1.1, it does not look like a difficult task, and it is indeed not any more
difficult than computing the gradient of a real function. Nevertheless, additional problems
arise regarding ”real-world” Neural Networks such as the one shown in Figure 1.2. On
the one hand, we have the number of parameters. In the example of Figure 1.2, it is of
the order of 107. This increase makes the loss surface extremely complicated, leaving no
hope for any convexity properties that ensure convergence for standard gradient-based
methods.
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On top of that, it should be reminded that the loss function is also a function
of the data, even though we are only interested in minimising it with respect to the
parameters. The amount of data necessary to efficiently train a network of that size
is usually larger than the number of parameters. The AlexNet example was devised to
classify a famous data set called ImageNet [21], which consists of more than 14 million
images, each encoded as 224 × 224 pixels with three channels of colour each. In other
words, 14 million of 150, 528-dimensional units of data, totalling an amount of data of the
order of 1013. This second dimensionality problem creates the so-called data bottleneck :
it is computationally unfeasible to calculate the gradient of the loss function exactly.

A number of solutions to this problem have been proposed, but all of them have
the same central idea: use sub-samples of data. Sub-sampling consists of taking random
subsets of the data at each training step to obtain an unbiased estimation of the gradi-
ent. Since those sub-samples are random, the estimation of the gradient obtained will
consequently be random. The same happens with the parameters: a random sample is
obtained at each training step, providing a random estimate of the true parameter. Since
Supervised Problems are considered, the true output corresponding to the observed data
is available. This problem can again be translated to statistical terms and read as fol-
lows: we have a population (X, Y ) from which we can randomly sample, modelled by
some parameters β which we want to know and can be estimated using samples.

At first sight, this should be no different from any statistical inference problem in
which the true values of a population are inferred using data. Therefore it seems reason-
able to think that by seeing it as an inference problem rather than an optimisation one,
it may be possible to provide solutions using well-studied statistical inference techniques.

1.2 Bayesian Inference

When facing an inference problem in which the true values defining a population must be
estimated by random sampling, several statistical techniques are available—for example,
using sample moments and transformations, Maximum Likelihood estimations or intervals
of confidence. Moreover, its validity is also supported by an extensive list of theoretical
results such as the Central Limit Theorem, asymptotic distribution results or convergence
results that ensure that we are obtaining appropriate solutions and quantifying ”how
good” these solutions are.

All these approaches are known as Classical or Frequentist inference. Although they
have much theoretical background and are usually straightforward to apply, recent studies
show that using a Bayesian perspective may provide some valuable advantages.

The philosophy behind the differences between Frequentist and Bayesian approaches
begins with how each defines probability. In a Frequentist framework, the probability of
occurrence of some event A is no more than the favourable cases (formally ”outcomes of
the experiment in which A occurs”) over total cases (total number of possible outcomes).
On the other hand, Bayesian probability assigns to an event a quantity based on the state
of knowledge one has about the experiment or merely personal belief instead of just the
likeliness of empirical occurrence. Although this first sounds like a rather philosophical
statement, it will make sense.
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The main motto of Bayesian Inference is that any unknown parameter is also a
random variable and hence follows a probability distribution. All the theory on Bayesian
inference starts with Bayes Theorem which states that, given two events A and B with
positive probability, it holds that:

P(A|B) =
P(B|A) · P(A)

P(B)

As insignificant as it may seem, this result provides a practical tool to analyse the
parameter of a distribution under the Bayesian framework. Let Y ∼ FY |β denote the
population of interest, parameterised by some β that we want to know. In the Bayesian
setting, a prior distribution would be assigned to β, β ∼ Fprior which represents pre-
existent knowledge on how β behaves, for example, that it is always a positive value or
that it distributes evenly around some value. For simplicity, only the continuous case will
be covered, as it is relevant for this work. However, nothing changes in these arguments
for discrete variables other than changing integrals by sums.

Let now f , and fprior respectively be the Probability Density Functions of each of
the distributions mentioned. The following Generalised Bayes Theorem holds:

fpost(β|y) =
f(y|β) · fprior(β)

f(y)
=

f(y|β) · fprior(β)∫
f(y|β) · fprior(β)dβ

(1.1)

The resulting PDF fpost(β|y) is known as the posterior distribution. It serves as a
tool to analyse the parameters in the same manner as the Frequentist Inference quantities
did: it is an estimation of the values of the parameters after gathering some data.

With all that in mind, one can detect the two main contributions of this new
paradigm. The first of them is the fact that it allows one to include in the analysis
prior knowledge about the quantities to infer. The posterior distribution will gather all
the relevant information from the data and the prior information. For this reason, it is
often seen in the literature that one of the main advantages of Bayesian methods is using
all the available information. In [37], a gentle review in much more depth is found, as
well as the advantages of Bayesian methods.

However, the most interesting advantage for our purposes is the predictive dis-
tribution. In general, the interest in the parameters of some population is to perform
reliable predictions over unseen data. Assume again that the data is modelled by f(y|β),
and after gathering some observations, T = {(xi, yi)}ni=1, a deterministic estimation β̂
is obtained. Then the distribution that best predicts the response value for any unseen
point x under the model and the available data is

f(y|x,T) = f(y|β̂, x).

The main issue with this predictive distribution is that it will take β̂ as the true value,
not accounting for any uncertainty. Thus, predictions will strongly rely on the validity of
this value.

Here is where the second main contribution of the Bayesian paradigm plays its role.
Instead of deterministic values, a Bayesian method’s outcome is a probability distribution
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that allows to determine a predictive distribution instead as follows (recall that here β is
also a random variable with its respective probability distribution)

f(y|x,T) =

∫
f(y, β|T, x) · fprior(β)dβ =∫

f(y|β, x) · f(T|β) · fprior(β)dβ =

∫
f(y|β, x)︸ ︷︷ ︸
likelihood

·fpost(β|T)dβ (1.2)

which addresses the mentioned issue and eliminates the dependence on an estimation of
the true value of the parameter averaging over all possible ones. Furthermore, it does so
by accounting for how likely each parameter value is under all the available information.

For this reason, as well as some other characteristic features related to big data
scenarios and model selection, the Bayesian methodology is tailor-made for this project.

1.3 Bayesian Neural Networks

So far, it has been seen how Neural Networks can also be regarded as an inference problem.
More specifically, it has been shown that the workflow of a Neural Network takes some
unit of data as an input and outputs a value. Therefore Neural Networks are no other
than functional models and can be succinctly represented as

Φβ : X −→ Y

Under this setting, it is possible to formalise the Inference problem in Neural Net-
works and see how it is possible to use this to tackle a Supervised Learning problem by
using Φβ as the model. For instance, on a regression problem, the model might write as

y = Φβ + ϵ

accounting for some unobservable error ϵ.

As mentioned, Neural Network models facing real-world problems operate as black
boxes, meaning that any input passed to the neural network will always output one value.
Nevertheless, it is usually hard to assess how sure the network is about this value. It is
often the case that some of the estimations a neural network gives are completely random
values if it has not learned the whole data set.

In this sense, Neural Networks are at a disadvantage to traditional probabilistic
methodology, which is usually able to give ”I don’t know” as an answer. In Figure 1.3 a
clear example illustrates this. The output from a NN on the left gives results completely
unrelated to the true values for the purple area where no data is available (and thus
where the network has not learned anything). Practitioners that were to apply such a
model would take those values as the true estimated ones without accounting for that
fact. On the other hand, in picture (b), a Gaussian Process is used, allowing for some
posterior estimation (grey area) that tells that almost any value belonging to a relatively
close range is equally probable in the purple region.

As illustrated in the previous section, Bayesian methods have in-built tools to ac-
count for this uncertainty. Moreover, Bayesian methods are well regarded in the machine
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Figure 1.3: (a) shows the output for a regression problem of a neural network with two hidden
layers. (b) shows a solution for the same problem using a Gaussian Process. Figure taken from
[33]

learning literature for their ability to distinguish between epistemic uncertainty (the error
due to not knowing the true values of the parameters) and the aleatoric uncertainty (the
one due to the observed quantities being random variables) [22].

To formulate the process, as it happens in any Bayesian framework, first assume that
the parametres β defining the workflow of Neural Networks are random variables
and we assign them a prior distribution

β ∼ p(β)

The next step is to define a model for the data, namely the likelihood. The most
common approach and the one that will be considered here is to define it as follows

y ∼ N(Φβ, σ). (1.3)

The choice of this Normal law as a likelihood is somewhat arbitrary but widely used for
its good mathematical properties -although other options are also possible1.

Until now, it has deliberately been avoided addressing the choice of the prior distri-
bution for the parameters. Nonetheless, at the beginning of the chapter, it was mentioned
that Bayesian inference provides a way to perform model selection (also known as shrink-
age or regularisation) with more intuition and interpretation. The following section will
illustrate how precisely prior distributions do so.

1.4 Model Selection

The possibility that Big Data opens to obtain statistically powerful data sets by gathering
a massive number of predictors is not without cost. Data with a huge dimensionality

1This likelihood approach is actually not always the best as it gets intractable when the dimensionality
of data and parameters grows. Much work has been done on likelihood-free inference to address the issue
of non-computable likelihoods that can be sampled using Approximate Bayesian Computation and Score
Rule Minimisation[45, 57, 25, 49]. However, we will omit this issue here.
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produces both computational and algorithmic issues. The number of operations at each
iteration that algorithms need to compute estimations increases with dimension, and so
does the number of iterations needed to attain a decent level of accuracy.

The statistical power provided by an extensive dimensional data set is not that
it is large but that it is very likely to contain all the relevant predictors for the vari-
able of interest. Similarly, it is implausible that all the predictors are relevant for the
variable of interest. Hence, it is of the utmost importance to perform Model Selec-
tion/Shrinkage/Regularisation in our data to reduce (or ideally eliminate) the effect of
the uninformative variables (dimensions) for our variable of interest.

The most common approach to performing model selection is to put some constraints
on the model parameters that aim to reduce their magnitude, hoping that those param-
eters associated with uninformative variables will be reduced (ideally) to zero. In this
way, the model can be simplified2.

In the context of Neural Networks, this idea is borrowed to reduce the complexity
of the models. Even though architectures with a large number of nodes are usually
necessary to obtain accurate estimations, it is unlikely that every single bond in the
network is necessary. Moreover, regularisation in neural networks is also used so that the
practitioner can trade off between flexibility and over-fit.

The standard way to implement these regularisation approaches in backpropagation
is to add a penalty to the minimisation problem, usually in the form of a vector norm:

β̂ = argmin
β
R(Φβ(X), Y ) + ||β||p

Techniques like LASSO or Ridge Regression are examples of this approach, using the
square loss and L1 and L2 norms, respectively. The problem considering a Ridge Regres-
sion approach (in the machine learning literature, it will be found under the name of L2
regularisation) reads as follows

β̂ = argmin
β

n∑
i=1

(Φβ(xi)− yi)2 + βT · β (1.4)

In the Bayesian framework, if the goal is to obtain some point estimate of the param-
eters, the most common method is to take the MAP estimate (Maximum A Posteriori),
which consists of computing the mode of the posterior distribution. Taking the model in
(1.3) and considering also independent normal priors for the parameters β ∼ N(0, σ · I),
the mode of the posterior distribution, according to Bayes’ theorem is (note that max-
imising the posterior density is equivalent to maximising twice its logarithm)

β̂ = argmax
β
{2log(f(Y|β) + 2log(fN(0,σI)(β)} = argmax

β
{−n log(2πσ2)

− 1

σ2

n∑
i=1

(Φβ(xi)− yi)2 − log(2πσ2)− 1

σ2
βT · β} =

argmin
β
C +

1

σ2

[
(β)

n∑
i=1

(Φβ(xi)− yi)2 + βT · β

]
(1.5)

2Actually regularisation methods are also widely used in classic regression and classification methods
to increase the robustness of the model by reducing the variance in the estimations, even if no model
selection is needed[39].
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Cancelling out the constant terms, the solution is the same as in (1.4). In the same man-
ner, taking Laplace priors, the LASSO solution is retrieved. Therefore, in the Bayesian
paradigm, regularisation has a formal interpretation and much more flexibility to control
the trade-off and shape of this regularisation.

The effect of different priors on regularisation has been well studied, and Gaussian
or Laplace priors are just some simple examples of what can be done. Reviews of priors’
shrinkage effect in different archetypal BNNs can be found in literature [29] as well as
libraries for their implementation [30]. It has currently gained importance the study of
hierarchical priors, in which the parameters of the prior distributions are also randomised.
They are very well suited to perform model selection. Some of the leading examples of
this are the Spike-and-slab prior [42] or scale mixtures of Gaussians [58]. In [17] can be
found a thorough study of the effect of these on weak signals.

One choice of prior is of particular interest here is the Horseshoe Prior [13]. It
is exceptionally well suited for variable selection in the big data scenario because it can
reduce sparse parameters to (approximately) zero while keeping the rest at their original
value. More importantly, it does so in a continuous space [12]. Spike-and-slab sort of
priors also attains this same effect. However, they discretise the parameter space and
give some positive probability of them being zero. This discrete space gets huge in big
data problems, and it is not feasible to approximate by sampling. Shrinkage priors like
the ones seen above work on continuous spaces.

Nevertheless, the effect they usually have is to reduce the magnitude of the param-
eters without necessarily choosing between them. Horseshoe prior instead can mix both
effects by implementing the so-called ”global-local model” in which the variance of the
parameters is split into two components, one capturing some global shrinkage and the
other targeting sparse parameters. Heavy-tailed distributions are generally used for these
components so that non-sparse parameters can ”escape” the shrinkage.

1.5 Methodology, context and aims of the project

To summarise, a model was devised for the data, and some guidance on the choice of
priors was provided. Therefore, the Bayesian methodology is ready to be applied. Now,
an expression for evaluating the posterior distribution is available and may be used to
estimate quantities with respect to that distribution, which generally means computing
integrals with respect to the measure defined by the posterior distribution. However,
computing those integrals is entirely unfeasible. On the one hand, it is improbable the
case in which an analytical expression of the posterior distribution is available. Note that
a close form for the integral of the denominator in (1.1) generally does not exist–even if
it existed, integrals with respect to it are intractable. Instead, the expression provided a
way to evaluate the posterior density up to a normalising constant.

Many techniques have already been devised to this end, which can be classified into
two big groups. The first of them is Variational Inference (VI) [1], which aims to find
the best approximation of the true posterior within a specific family of distributions by
minimising the divergence between them using an estimation of the lower bound of the
divergence chosen. This approach is arguably the state-of-art method for implementing
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BNNs and already has some theoretical and empirical background to evidence its good
properties.

The second of these classes of techniques are Monte Carlo methods, which in short,
estimate integrals with respect to some distribution using sample means of the integrand
over samples from the distribution. The intractability of the posterior distribution leaves
no hope for the classic IID sampling. Hence, the methods within this class that are
particularly interesting are Monte Carlo Markov Chain (MCMC) methods. The
literature on MCMC methods is already vastly extensive, with elementary and generic
algorithms targeting any distribution of interest. However, due to the dimensionality
and the intractability of the target distributions that will be considered here, the simple
methods covered in a course in Statistics (such as Metropolis-Hastings or Gibbs Sampling)
have no application in this context.

The main issue with dimensionality is that when it grows, distributions of probability
change in an undesired manner: the Curse of Dimensionality. They accumulate most of
the mass away from large probability density areas, making these areas difficult to find
for standard algorithms. Roughly speaking, very few points have a density of probability
that is not almost zero, as contra-intuitive as it may sound. To address this issue, recent
techniques have been devised.

It is of particular interest in these problems Hamiltonian Monte Carlo (HMC)
[11] methods. Borrowed from the physics literature, Hamiltonian Dynamics are handy
because they preserve the total energy of the system over time. Suppose the state-space is
augmented with a velocity component of equal dimension, and the Dynamics are defined
so that the velocity drives the position against the direction of the log-posterior gradient.
In that case, the system’s total energy represents the joint target distribution. Hence,
simulating the Hamiltonian Dynamics for a while is equivalent to drawing realisations of
the target posterior. To better understand this, it can be thought of as placing a fric-
tionless ball on the surface defined by the negative logarithm of the posterior distribution
only subject to gravity. Intuition tells us that the ball will roll downwards to positions
of larger density.

Unfortunately, Hamiltonian Dynamics are not possible to simulate exactly. There-
fore, a discretisation step and an accept-reject correction are needed. Even then, HMC
has shown to still preserve excellent properties in terms of acceptance probability in com-
plicated settings. The No-U-Turn Sampler (NUTS) [40] is regarded as the best alternative
to automatically tune these discretisation steps for optimality. For these reasons, HMC
using the NUTS also has some supporting evidence to be a feasible way of implementing
BNNs.

The methods aimed to implement in this work are also under the MCMC framework.
Note that the approaches considered within any of the two groups suffer from being
intrinsically biased. It is obvious that a computational representation of a mathematical
object is always an estimation and has some bias. However, in the case of both VI
and all the so far used methods within MCMC, it is not only that but also, if it was
possible to obtain the exact distribution that those methods are targeting, it is still just
an approximation of the true posterior. In the case of the aforementioned state-of-art
MCMC methods, the fact that we need to include a discretisation error already introduces
a bias in the estimation even before simulating any value.
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To address this fact, here Piece-wise Deterministic Markov Process are in-
troduced. These classes of processes have the particularity that while keeping the good
properties that continuous-time processes are known to provide, it is possible to sample
from them exactly since the deterministic dynamics that rule the process in between
random jumps are generally easy to solve. There is some work already available in the
literature for the use of PDMPs, with the ZigZag sampler [4] and the Bouncy Particle
Sampler (BPS)[9] being the two main examples of the class. Ergodicity results already
support the practical implementation of these two samplers [24, 19, 7] as well as their
asymptotic properties [3]. They have also been used in different scenarios, such as the
simulation of diffusion bridges [6] or some mixture model inference. However, not much
work has been done towards their application in BNNs. The only work in which this ap-
pears to be considered is [34] where a Stochastic BPS is shown to be able to approximate
the posterior distribution of a BNN using the approach in [51].

In this work, the main concern is the very recently presented Boomerang Sam-
pler [5]. This sampler differs from ZZ and BPS in two key facts: it follows the Hamil-
tonian Dynamics, giving rise to some interesting bounding properties, and includes pre-
conditioning, which makes it well suited for large dimensional settings. For this reason, it
seems to be an up-and-coming method for BNNs. In the original paper, [5], this sampler
is shown to outperform the rest of the popular PDMPs and the Langevin-Dynamics-
based algorithm MALA in terms of the Effective Sample Size. This experiment will be
taken further to see how robust it is in terms of convergence and performance against the
different complications a model may present and how well it performs under shrinkage
settings.

Before getting into the experimental considerations, two other aspects of PDMPs
will need to be addressed. The first of them is the understanding of what PDMPs are.
This work is intended to be followed at a Master’s level, but PDMPs and the context of
literature in which it lies are beyond the level of a Master’s course. For this reason, when
covering PDMPs and topics necessary for understanding, the deepest level of detail will
be attempted in terms of intuitive explanations, examples, and mathematical rigour. In
this last regard, it is worth noting that most of the available works on PDMPs mainly
focus on application and thus leave the proofs sketched or indicated. One of the main
ambitions of this project is to provide complete arguments for the most relevant results
with the most mathematical rigour possible so that further developments are easy to
follow with little pre-required knowledge.

The other aspect that will need to be addressed is the implementation of these
algorithms in some programming language. Few resources exist to put these algorithms
to work, with most of them relying on the ability to write down an expression to evaluate
the target and its gradient. To deploy these methods on BNNs, it will be essential to
code them in a way that allows the use of models from automatic differentiation libraries.

Hence, the purposes of this project may be summarised as follows.

Aim:

• Demonstrate that the Boomerang Sampler is an attractive alternative to perform
Bayesian Inference on Neural Networks.

Objectives:
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1. To provide solid theoretical and intuitive background on Piece-wise Deterministic
Markov Processes and how they apply to Bayesian Inference.

2. To investigate and understand the available methods for their practical usage.

3. To provide ready-to-use code implementations of these methods.

4. To test the robustness of the Boomerang Sampler against natural competitors in
practical applications.
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Chapter 2

PIECE-WISE DETERMINISTIC
MARKOV PROCESSES

Piece-wise Deterministic Markov Processes are continuous-time stochastic processes that
evolve deterministically between a countable set of random event times, at which random
jumps occur according to some probability distribution. To get some deeper intuition,
one can think of them as a generalisation of simple Birth-Death processes in two ways. On
the one hand, at event times, the process jumps to some random new state according to
some probability distribution (that is not necessarily discrete) instead of jumping by one
unit up or down. On the other hand, in between event times, the process is not constant;
instead, it changes according to some pre-defined dynamics1. Figure (2.1) illustrates this
comparison.

This class of processes has always been studied in the probability literature 2 as a
tool to analyse time-evolving processes. The study of the Telegraph Process is probably
the first to deal with non-constant jump rates and is likely to have given rise to these
models. PDMPs first appear in the literature in [18] under their current name, alongside
some critical theoretical results regarding their invariant distribution that are crucial to

1As it will be further seen, there is the third difference: the non-constant behaviour of the rate of
the process. However, it is omitted here for simplicity so that the reader can better focus on gaining an
intuitive understanding.

2Technically, almost any Markovian stochastic process can be formalised as a PDMP

Figure 2.1: Comparison between a simple Birth-death process (left) that makes unitary jumps
on random times, and a PDMP (right) randomly jumping between real values zτi .
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designing the algorithms considered here.

However, it was not until recent years that they appeared as an alternative within
the MCMC framework [9, 4], which is precisely the context in which they will be studied
here. They appear as a promising continuous-time alternative to the classic MCMC
algorithms to improve their performance in complicated problems.

The rest of the chapter will be dedicated to studying these processes, answering why,
what and how PDMPs are used in MCMC methods and, more specifically, in Bayesian
inference. Throughout the chapter, the notation ⟨·, ·⟩ will be used for the inner/dot
product between vectors to distinguish from the matrix operator on vectors, denoted
by juxtaposition. The positive part is succinctly written with a plus sub-index (x)+ =
max{0, x}, and || · || will denote the matrix norm induced by the euclidean norm | · |.

2.1 Why PDMPs

The motivation for using PDMPs as an MCMC alternative for Bayesian inference is that
they are very well suited for big data problems. Their features are auspicious for both
large amounts of data and high-dimensional settings. The reasons for this have two main
sources:

• They are Non-Reversible Stochastic Processes. These processes have been
shown to converge faster than their reversible counterparts [23], producing estima-
tions with lower variance [14]. The intuition behind this is that they explore the
state-space faster by eliminating the random-walk behaviour, scaling much better
with dimension than reversible processes.

• They are ”exact”3Continuous-time Processes. Continuous-time processes are
the gold standard of high-dimensional MCMC methods since their changing be-
haviour can be defined by a stochastic differential equation driven by the distribu-
tion of interest. However, all the available continuous-time methods in the literature
end up discretising with respect to time due to the dynamics not having an analyti-
cal solution. This discretisation introduces a bias in the estimations precisely in the
context of big data problems where subsampling is needed (which will be the case
in BNNs). PDMPs, in contrast, can reproduce the entire continuous-time path of
each realisation, thus being able to exactly target the distribution of interest even
when subsampling is needed.

These reasons present PDMPs as a promising alternative to implementing MCMC meth-
ods for Bayesian inference in big data scenarios, such as the problem of interest of this
work: sampling from the posterior distribution of Bayesian Neural Networks.

3In the sense that their output is also continuous-time, unlike with other continuous-time approaches
that end up producing discretised samples.
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2.2 Definition and Main Properties

Definition 2.2.1. A Piecewise-Deterministic Markov Process is a continuous-
time stochastic process whose dynamics involve random events with deterministic dynam-
ics between event times and random transition at events {Zt : t ≥ 0}. These dynamics
are defined through the specification of three quantities:

1. The deterministic dynamics given by a function ϕ : Rd −→ Rd such that:

dZ
(i)
t

dt
= ϕi(Zt)

where ϕ is taken so that it defines a vector field with the usual regularity properties
zt+s = ψ(zt, s).

2. The event rate: events occur singularly at a rate λ(zt) that depends on the current
state. This rate defines the intensity at which events occur in the same manner
rates do in any Poisson-like process, with the expected number of events happening

in a certain interval of time [t, t+ h] being
(∫ t+h

t
λ(zt)dt

)
h+ o(h).

3. Transition kernel: at any event time τ :

zτ ∼ q(·|zτ−)

for some probability distribution q(·|·) where zτ− denotes limt↑τ zt.

Under this rigorous definition, a more accurate intuition about PDMPs is that they
define a vector field randomly changing at event times due to random alterations in the
initial conditions. An illustration of this is given in Figure (2.2).

According to this definition, three quantities need to be defined to have a PDMP: the
flow, the jump rate and the transition measure. The interest is to choose the process in a
way that guarantees that realisations of the process can be used as samples of distribution
of interest. This is attained by designing the process to have the distribution we want
to sample from as an (ideally THE) invariant distribution. Running the process for long
enough (so that it is in an equilibrium regime), the observations of the process can be
used as samples from the distribution of interest 4.

To that end, several tools and results will be introduced to theoretically analyse a
PDMP so that it is possible to determine generic schemes to define algorithms that target
any distribution of interest.

First of all, note that, as with any Markov Process, the expectations of functions
of the process’s path conditional to the process’s current value define a semi-group of
operators. It is thus possible to use the theory of operators to analyse a PDMP 5.

4This needs much more formal justification that is out of the scope of this work, for a thorough review
of these results, the reader is referred to [54] Chapter 6.

5In this report, this semi-group construction will not be deeply covered, nor the theory of operators
(which would not even need to be mentioned), but refer to it for formal completeness as all these results
belong to that more general framework. In [27] Chapter 1, a very gentle and complete introduction
to Operator Semi-groups can be found. In [27] Chapter 4, a detailed formalisation of how conditional
expectations with respect to Markov Processes define a semi-group of operators is provided.
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Figure 2.2: Diagram to illustrate more rigorously the intuition behind PDMPs, as vector fields
that change randomly, with the same functional definition of the dynamics but different initial
conditions.

The infinitesimal generator of the semi-group will be of particular interest. It
uniquely identifies the semi-group and will provide tools to identify the invariant dis-
tribution of our processes.

Definition 2.2.2. The generator of a continuous-time stochastic process {Zt : t ≥ 0}
is an operator on the space of functions D(A), known as the domain of the generator6,
defined by:

Af(z) = lim
δ→0

E[f(Zt+δ)|Zt]− f(z)
δ

(2.1)

The intuition behind this operator is that it yields the derivative of the expectation
conditional on the current value for any function of the process. To put it another way,
it uniquely determines the changing behaviour of the process. The latter statement is
better understood through the following result.

Proposition 2.2.1. Let f be a function of the continuous-time stochastic process {Zt :
t ≥ 0} and A its corresponding generator. It holds that

dE(f(Zt))
dt

= E(A(f(Zt))

Proof. See Appendix A.

6The domain of the generator operator is essentially the set of functions defined on the state-space
of the process for which the limit 2.1 exists. However, there exists a natural extension of the generator
that allows defining it over any measurable function of the state-space (an ”extended domain”), see [18]
Section 5. We will omit this consideration here.

21



Definition 2.2.3. The adjoint operator of the generator is an operator A∗ on the
same domain D(A) satisfying∫

g(z)Af(z)dz =

∫
f(z)A∗g(z)dz

The importance of this adjoint operator is that it will provide a condition for the
invariance of a PDMP with respect to some distribution through the following result.

Proposition 2.2.2 (Fokker-Plank Equation). Let pt(z) the PDF of Zt, then

dpt(z)

dt
= A∗pt(z) (2.2)

Proof. See Appendix A.

The latter equation may sound familiar as it can be understood as a continuous
state-space equivalent to the Kolmogorov Differential Forward Equation in simple finite
processes, with the adjoint playing the role of the Q matrix. Precisely, this result defines
a sufficient condition for the invariance of a particular distribution, which is a direct
consequence of the Fokker-Plank equation (2.2):

A∗pt(z) = 0 (2.3)

Notice that all the above results are general results of continuous-time stochastic
processes and essentially say that, once the generator and its adjoint operator are known,
it is possible to determine whether a measure is invariant for the process. Luckily, the
generator of a PDMP process has a known shape, and it is possible to obtain easier-to-
check expressions to design PDMPs with desired invariance measures.

Theorem 2.2.1 (Davis, 1984). Let Zt be a Piece-wise Deterministic Process according
to Definition 2.2.1 and f ∈ D(A), then it holds that:

Af(z) = ⟨ϕ(z),∇f(z)⟩+ λ(z) ·
∫
q(z

′|z) · [f(z′
)− f(z)]dz′

(2.4)

where ϕ(·) represents the deterministic dynamics, λ(·) the jump rates and q(·|·) the tran-
sition kernel.

Proof. See [18] Theorem 5.5 for a completely detailed proof.

Using this convenient expression for the generator, it is possible to also determine
its adjoint with just the use of its definition.

Proposition 2.2.3. The adjoint operator of the generator of a PDMP Zt can be written
as:

A∗g(z) = −
d∑
i=1

∂(ϕi(z) · g(z))
∂zi

+

∫
g(z

′
)λ(z

′
)q(z|z′

)dz
′ − g(z)λ(z)

where ϕ(·) represents the deterministic dynamics, λ(·) the jump rates and q(·|·) the tran-
sition kernel.
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Proof. See Appendix A.

Corollary 2.2.1. Let Zt be a PDMP with deterministic dynamics defined by ϕ(·), jump
rates λ(·) and transition kernel q(·|·). Then, p(z) represents the density of an invariant
measure for the process if the following identity holds

−
d∑
i=1

∂(ϕi(z) · p(z))
∂zi

+

∫
p(z

′
)λ(z

′
)q(z|z′

)dz
′ − p(z)λ(z) = 0 (2.5)

This expression ensures the balance between the incoming and outgoing mass for a
particular state of the process once it is in its stationary regime. The first term accounts
for the mass change due to the deterministic dynamics, while the second and third terms
relate to the probability flow into and out of state z, respectively. Note that, without
the first term, this expression is nothing but the classic Detailed Balance Condition for
the reversibility of the stochastic process. This expression does not hold without the first
term, which is why this class of processes are non-reversible: due to the deterministic
behaviour in between jumps.

More importantly, this identity provides a helpful way to appropriately choose the
flow, intensity and transitioning measure so that if the process is run long enough, the
realisation may be used as a sample from the distribution of interest.

2.3 Designing a PDMP

So far, it was suggested that designing a PDMP with the distribution of interest as the
invariant distribution is worthwhile and possible. The mathematical tools presented in
the previous section left us with just identity (2.5) to satisfy to ensure eventual invariance.
There is therefore some freedom to choose the three defining quantities of the PDMP, in
the sense that we can freely choose some of them so long as the equality constrains the
others.

For this reason, the most general approach followed in the literature to define PDMPs
will be picturised. It efficiently targets the distribution of interest and is feasible to sim-
ulate. For example, the Bouncy Particle Sampler (BPS) and the Zig-Zag sampler (ZZ)
are based on this scheme, and it is also the mainspring for the Boomerang sampler.
It starts with an augmentation of the state space. The variable of interest will be de-
noted β in consistency with the previous chapter to clarify that the quantities pursued
are the model’s parameters and to avoid confusion with X that usually represents the
state/position of stochastic processes but here represents observed data for the model.
It is sometimes referred to as the position. This position variable is augmented with a
velocity component V of the same dimension. The PDMP Zt is now Zt = (βt, Vt). The
PDMP will be designed so that the first component has the distribution of interest as
marginal distribution in the invariant regime.

Before moving any further, the following notation will be used throughout the report
for convenience:

• π(β) will denote the distribution of interest, which, unless otherwise specified, will
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be the posterior distribution of any model being considered, according to definitions
given in the first chapter.

• U(β) will denote the opposite of the logarithm of our distribution of interest, i.e.

U(β) = − log(π(β))

This generic approach mentioned takes the following deterministic dynamics

dβi
dt

= vi ;
dvi
dt

= 0 ∀i = 1, ..., d (2.6)

which is a d-dimensional constant-velocity motion in which the positional change is driven
by the velocity that remains constant. The dynamics are thus solvable by simple inte-
gration, yielding

(βt+s, vt+s) = (βt + svt, vt).

Let now p(z) denote the logarithm of the target distribution, that satisfies p(z) =
π(β)p(v|β) for some conditional law on the velocity. This distribution is plugged into the
balance identity (2.5). Note that, since the dynamics for the velocity components are
zero, the following expression for the logarithm holds once assumed the positivity of the
invariant distribution

2d∑
i=1

∂(ϕi(z)p(z))

∂zi
=

d∑
i=1

∂(vi · p(z))
∂βi

= ⟨v,∇βp(z)⟩ =

π(β)p(v|β)⟨v,∇β log(π(β)) +∇βlog(p(v|x))⟩ =
π(β)p(v|β)[⟨v,∇β log(π(β))⟩+ ⟨v,∇βlog(p(v|x))⟩] (2.7)

Two more standing assumptions are usually put. All the continuous-time MCMC al-
gorithms designed so far have invariant distributions in which the velocity is independent
of the position. Under this standing assumption it holds that ∇βp(v|β) = 0. From hereon
the following notation will be used p(v|β) = pv(v). The second of these assumptions is
that, at event times, the position stays constant and only a new velocity is sampled ac-
cording to the transition kernel. This allows to write the transition kernel as q(v|x, v′).
Plugging these and rearranging, identity (2.5) becomes

pv(v)λ(β, v)−
∫
λ(β, v′) · q(v|β, v′)pv(v′)dv′ = pv(v) · ⟨v,∇βU(β)⟩. (2.8)

Integrating both sides of the identity over the ”next step” variable, a new condition for
its validity arises. For the LHS of the equation, by rearranging the integration order in
the second term:∫

pv(v) · λ(β, v)dv −
∫ ∫

λ(β, v′) · q(v|β, v′) · pv(v′)dv′dv =∫
pv(v) · λ(β, v)dv −

∫
λ(β, v′) ·

(∫
q(v|β, v′)dv

)
︸ ︷︷ ︸

=1

·pv(v′)dv′ =

∫
pv(v) · λ(β, v)dv −

∫
λ(β, v′) · pv(v′)dv′ = 0
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Whereas for the RHS ∫
pv(v) · ⟨v,∇βU(β)⟩dv = ⟨∇βU(β),E(v)⟩

It therefore necessarily has to happen that ⟨∇βU(β),E(v)⟩ = 0 for any choice of the
position. To hold this true we will now have the condition that E(V ) = 0⃗. This is usually
done by introducing a flip operator on the velocity space, defined to satisfy at each step
of the process:

Fβ(Fβ(v)) = v

the transition kernel is thus defined so that at each state (β, v), if an event time happens,
the only possible jump is to state (β, v′) = (β, Fβ(v)). This is to say that the transition
kernel is a Dirac delta mass distribution centred at Fβ(v) for any state of the process.
However, the flip operator will still need to satisfy one other condition. Plugging this
kernel in equation (2.8), and noting that pv(v) is the PDF of a uniform distribution, the
following expression is yielded

λ(β, v)− λ(β, v′) = ⟨v,∇βU(β)⟩ (2.9)

But, if the current state was instead (β, v′ = Fβ(v)), due to the flip property of the
operator, the same equation has to hold for Fβ(v

′) = v, i.e.

λ(β, v′)− λ(β, v) = ⟨v′,∇βU(β)⟩

Equalising both expressions, the flip operator must also satisfy the condition

⟨Fβ(v),∇βU(β)⟩ = −⟨v,∇βU(β)⟩

The equation (2.9) also determines the rates. However, note that any summative term
added to a set of rates λ(β, v) satisfying the equation (2.9) defines another set of rates that
satisfy the condition. For this reason, the canonical rates are defined as the smallest
rates satisfying the equation (2.9), and it is straightforward to show that they are given
by (since they have to be positive)

λ(βt, vt) = max{0, ⟨v,∇βU(β)⟩}

It may seem that these choices to define the PDMPs have been made purely through
formalisms and that they are some unpractical expressions solely derived for theoretical
purposes. However, these have a very intuitive interpretation, and they could have been
derived by merely intuitive arguments. In short, the following quantities are defined:

1. Constant-velocity dynamics: the position changes following the direction defined
by some velocity.

2. The canonical rates λ(βt, vt) = max{0, ⟨v,∇βU(β)⟩}. From the definition of a
PDMP, it is clear that the rates must be strictly positive to have some event hap-
pening. Recall that U represents the negative logarithm of the PDF of the measure
of interest. Therefore, its gradient gives the direction of maximum decrease in den-
sity (in short, the worst direction to follow). If the rates are positive, so does the
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Figure 2.3: Diagram to illustrate how the Flip Operator switches velocities to point to areas
of larger density.

dot product of the velocity and the gradient of U . Hence, the direction being fol-
lowed and the gradient of U form an angle of less than 90°. Roughly speaking, both
directions are similar. To put it another way, the rates are defined so that random
jumps are only possible if the position is moving to areas that accumulate less prob-
ability. Otherwise, the position keeps deterministically following that direction if
the velocity points to more probable areas.

3. The flip operator. When an event happens, the velocity is flipped so that the sign
of the dot product changes, i.e., the rates are again negative. In other words, the
velocity again points to a direction that goes against the gradient of U .

Once the process has started, the position moves towards some deterministic di-
rection until the distribution of interest tells the process that this direction goes to less
likely positions. At that point, the process stops and takes a new direction, retaking the
position towards more likely ones. In Figure (2.3) this explanation is illustrated. The
diagonal dotted line represents the orthogonal vectors to ∇U(β), which coincides with
the line that separates directions towards less and more likely areas. This, together with
the illustration of how the flip operator turns velocities, represented by dotted arrows,
pictures the overhead lines.

Both the BPS and ZZ are defined under this framework. The ZZ sampler takes
velocity vectors in {−1, 1}d and splits the rates as a sum of each component so that
the component that first gives rise to an event sees its sign switched. The BPS instead
implements the following flip operator

Fβ(v) = v − 2
⟨v,∇βU(β)⟩

⟨∇βU(β),∇βU(β)⟩
· ∇βU(β)

that switches the components moving towards the gradient of U and leaves the ones
orthogonal to it unchanged. Note that both BPS and ZZ strictly following this definition

26



have ensured that the distribution of interest is an invariant distribution of the process.
However, it is not ensured that the process is irreducible, and it has indeed been shown
to be reducible for some targets [9].

To address this issue, in both cases, a refresh rate is included to ensure the er-
godicity of the sample means (more commonly known as the excess rate for the ZZ).
Essentially it is a rate of arrivals in a standard Poisson Process that is simulated as event
times in which the velocity is randomly refreshed from some symmetric distribution in-
stead of flipped. Accounting for this rate does not alter any of the good mathematical
properties used here, and all the results hold in the same manner [9, 4].

The Boomerang sampler uses very similar ideas to the ones presented here. Since it is
the PDMP sampler that we are particularly interested in, a section will now be dedicated
to seeing how these ideas are particularised to this sampler. How this recently mentioned
refresh rate is introduced without alteration to the processes will also be covered in this
particular scenario, as it has so far been purposely avoided.

2.4 Boomerang Sampler

The Boomerang Sampler is built upon the guidelines of previous sections. It augments
the dimension of the process by introducing a velocity component of the same dimension.
Succinctly, it is a PDMP whose state space can be decomposed in the product of two
sub-spaces of equal dimension S = Rd × Rd denoting the position space (the component
of interest) and velocity space (auxiliary variables). The novelty of this sampler has two
sources:

• Pre-Conditioning: the Boomerang Sampler introduces pre-conditioning to palli-
ate the deterioration of convergence in large-dimensional settings. The next sub-
section will cover why this is considered and how it is done.

• Hamiltonian Dynamics: the deterministic dynamics that define the paths be-
tween random event times are no longer the simple constant-velocity motion dy-
namics. Instead, they are determined by a Hamiltonian flow. These dynamics bring
several advantages and are well suited to big data problems, particularly when con-
sidering gaussian reference measures.

2.4.1 Pre-conditioning and reference measure

Pre-conditioning is a usual consideration in optimisation algorithms to speed up conver-
gence, which is particularly interesting in gradient-based search algorithms. The main
idea here is to bend the vector space in such a way that level sets with respect to the
gradient look more like circles so that, roughly speaking, it is not necessary to find the
”optimal direction of convergence” since all directions are equally close to the minimum,
speeding up the convergence of the algorithm and making it much more robust as its
performance does not rely too much on initial considerations.

It gets particular interest in high-dimensional settings, where surfaces get compli-
cated. It is usually done by calculating a positive-definite pre-conditioning matrix A such
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that, if f(x) represents the target, steps are taken towards −A∇f(x) instead of −∇f(x).
To wrap up, it consists of multiplying the steps by an appropriate matrix.

That same idea is borrowed for gradient-based MCMC algorithms, in which pre-
conditioning is introduced to make the posterior distribution look more circle-shaped so
that convergence is sped up precisely as above.

However, changing the shape of the target might not be desirable for MCMC al-
gorithms because the goal is to sample from the target distribution and reverting the
transformation might not be straightforward. Instead, the proposals are modified so that
what happens is that the target distribution is more circle-shaped with respect to the
proposal, which in practice attains the desired effect -proposals may be understood in
the PDMP context as to how future steps are obtained.

Following this, pre-conditioning is formalised in MCMC methods by changing the
measure of reference of the target. While BPS and ZZ were designed to target a distri-
bution that has the posterior density of interest as PDF with respect to the Lebesgue
measure, here, the target measure has as PDF the posterior density of interest with
respect to a Gaussian measure on the state-space S

µ0 = N(x∗,Σ)⊗ N(0,Σ).

It is worth stopping here to take a closer look at what ”with respect to” means to avoid
confusion. In measure theory, the density function f of some measure µ with respect to
the Lebesgue measure is defined as the function such that, for any measurable set:

µ(A) =

∫
A

f(x)dx

where dx represents the Lebesgue measure, they are also referred to as the Radon-
Nikodym derivative of µ with respect to the Lebesgue measure and denoted by f = dµ

dx
.

Recall that random variables X are usually defined as a map from a probability
space (Ω,F,P) to the real numbers. Thus they induce a probability PX on the Borel
σ−algebra on the real numbers, which is nothing but a finite measure on (R,B(R)).
The probability of some event regarding this random variable A ∈ B(R) is precisely the
measure of the set

PX(A) =
∫
A

dPX

In this context, probability density functions (when they exist) are defined as real-
valued positive functions that satisfy

PX(A) =
∫
A

f(x)dx ; ∀A ∈ B(R)

Moreover, comparing with the above is simply the density of that probability measure
with respect to the Lebesgue measure. This is to say that, whenever one comes across
”the density” (or the PDF) of a random variable (or of a distribution) in a statistical
context, this is implicitly referring to the density (or the Radon-Nikodym derivative)
of the measure induced by the random variable (or the distribution) on (R,B(R)) with
respect to the Lebesgue measure.
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However, under mild regular assumptions (which can be assumed to be satisfied in
our context), the Radon-Nikodym theorem allows, in a sense, generalising this definition
of density beyond the Lebesgue measure by ensuring that, for any two measures µ and ν
defined on the same measure space, there exists a positive real function such that

ν(A) =

∫
A

fdµ

which, in an analogy to the above, is the density (or the Radon-Nikodym derivative) of
ν with respect to µ, f = dν

dµ
.

Following this, the fact that a random variable X, for which a density exists, that
has density f with respect to a measure µ means that

PX(A) =
∫
A

fdµ

thus f is the Radon-Nikodym derivative of the probability measure induced by X with
respect to µ, dPX

dµ
. Moreover, the existence of f is ensured by the existence of the density

of X and the R-N Theorem.

Finally, if X has density f with respect to µ, and µ has density Φ with respect to
the Lebesgue measure, it holds that (under the assumptions of the R-N Theorem):

PX(A) =
∫
A

fdµ =

∫
A

f
dµ

dx
dx =

∫
A

f(x)Φ(x)dx

Alternatively, in words, the PDF of X is f · Φ.

Now that this has been carefully formalised, from hereon, it will be assumed that
when a random variable (or a distribution) has density f with respect to a measure µ0,
that means that the PDF of X is f · Φ where Φ represents the R-N derivative of µ with
respect to the Lebesgue measure7.

Under this setting, the Boomerang sampler will target distributions (measures) µ
with density π(β, v) = e−U(β) ·pv(v) with respect to µ0. As before, U will denote the neg-
ative logarithm of the posterior distribution of interest (commonly found in the literature
as the energy), and pv(v) is a uniform density8.

Following the above, the target distribution of the Boomerang sampler has PDF (up
to a proportionality constant)

exp(−U(β)− 1

2
(β − β∗)TΣ−1(β − β∗)−

1

2
vTΣ−1v)

In order for the Boomerang sampler to target the correct distribution, denote by E(β)
the negative logarithm of the target distribution and take

U(β) = E(β)− (β − β∗)TΣ−1(β − β∗)
7This gives rise to a natural interpretation of the reference measure in the Bayesian inference setting

considering it as the prior distribution so that the PDF of X would exactly be the posterior distribution.
However, under this interpretation, the choice of µ0 would restrict the priors to gaussian measures. For
that reason, this alternative interpretation is not considered here.

8Note that it is possible to define a uniform density over Rd with respect to N(0,Σ), this is just a
normal distribution on the velocity component
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With these considerations, the Boomerang Sampler will have marginal positional
distribution exp(−E(β)), irrespective of the reference measure. However, the beginning
of this subsection pointed out that the reference measure was introduced to speed up
convergence. Hence it still needed to consider how to choose β∗ and Σ.

Recall that the whole point was to make the target distribution ”more circle-shaped”
with respect to the reference measure. This is attained by taking the reference measure
as similar as possible to the target distribution. For this reason, a ubiquitous choice
in pre-conditioned MCMC algorithms is to take the reference measure as a Gaussian
approximation of exp(−E(β)). This may be done taking for β∗ some estimation of the
mode and for Σ an estimation of (∇2E(β∗))

−1 (noting that both β∗ and Σ represent those
quantities in the reference measure).

The matrix Σ gives sense to this interpretation of the reference measure change as a
way of pre-conditioning. Imagine we assume no prior knowledge of the target and reflect
that in our model by taking Σ = Id. In gradient-based optimisation, steps are taken in
the direction of the gradient, whereas in PDMPs, it is in the direction of an auxiliary
velocity variable. To introduce pre-conditioning, we would transform the gradient using
some positive-definite matrix Σ−1/2. So to proceed analogously, the pre-conditioning is
introduced in the PDMP context by transforming the velocity using some symmetric
matrix Σ−1/2. If the velocity is sampled from a uniform distribution over possible val-
ues as prescribed in the previous section, then the velocity of the system would have
marginal distribution N(0, Id), whereas the new pre-conditioned velocity Σ−1/2v would
have precisely the reference measure as invariant marginal in the velocity space. That
is precisely why this change of reference measure can be regarded as an introduction of
pre-conditioning9.

2.4.2 Hamiltonian Dynamics

Borrowed from the physics literature, Hamiltonian Dynamics describe the movement of a
system in such a way that the system’s total energy is preserved over time. Thus, nothing
prevents us from using this idea by defining a position-velocity system (β, v) for which
the Hamiltonian (total energy of the system) is the logarithm of the target distribution.
Due to this preservation of measures, the Hamiltonian Dynamics are particularly well
suited for big data problems, where regions of large density are challenging to find.

Due to their conservative behaviour, simulating the Hamiltonian dynamics for a
while and using the new value as a proposal for an accept-reject step results in a Metropolis-
Hastings algorithm that has acceptance probability one, since π(β0, v0) = π(βt, vt) under
these dynamics. However, the dynamics that yield the Hamiltonian to be exactly the log-
target are generally not analytically solvable, and the use of numerical solvers is therefore
required. This introduces a bias since the system described by these discrete dynamics
does not exactly have the log-target as total energy.

9Note that this is just the interpretation/justification of the change of reference measures that I find
most intuitive. Different motivations for this can be found in the literature, mainly the fact that the
Lebesgue measure does not exist in infinite dimensions and thus a Gaussian dominant measure is much
more convenient in high dimensions, as well as the number of problems in which Gaussian measures arise
as natural reference measure[16].
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To correct for this bias, the approach taken in Hamiltonian Monte Carlo is to
introduce an accept-reject step, under the rationale that, although the proposals are
not exactly from the target distribution, they are from a very similar distribution since
the dynamics followed are an approximation of the Hamiltonian Dynamics. Hence, the
Metropolis-Hastings algorithm that uses this proposal will not have an acceptance proba-
bility of one but will still be able to be large if the approximation of the dynamics is good
enough. However, this approach still introduces a bias when it is impossible to calculate
the acceptance ratio exactly, and only estimation is feasible. This is precisely the case
when sampling from the posterior distribution of a BNN, where evaluating the likelihood
is rarely possible.

Therefore, the direct use of these dynamics has two pitfalls: approximating the
dynamics is not usually accessible, and even if it was, the target distribution might still
be biased. For this reason, the correction approach in PDMPs for using these dynamics is
slightly different from the one used in HMC, although their motivation and justification
are the same.

Instead of defining the system’s Hamiltonian as the logarithm of the target, the
dynamics will preserve the reference measure µ0. Doing this avoids the first of the two
pitfalls since the dynamics will now be easy to integrate while the good convergence
properties are still preserved. To see this, assume that our process (βt, vt) describes the
position and velocity of a unitary mass particle. Furthermore, assume that the particle
moves (without friction) on the surface defined by the negative logarithm of the density
of a standard normal distribution in the position space Rd.

The Hamiltonian H(z) represents the system’s total energy at any given time, which
is the sum of kinetic and potential energy. Under the previous considerations and dis-
regarding the proportional gravitational constant, the kinetic energy is K(v) = 1

2
mv2 =

1
2
vTv and the potential energy P (β) = mgh where h represents the height of the particle,

which in our case is h(β) = −log(ΦN) =
1
2
(β − β∗)T (β − β∗). Then the Hamiltonian of

the system is

H(z) = K(v) + P (β) =
1

2
vTv +

1

2
(β − β∗)T (β − β∗) (2.10)

and the deterministic flow of the process is defined by the ODE of Hamilton’s equations
of motion for this system:

ϕβ =
dβ

dt
=
∂H

∂v
= v ; ϕv =

dv

dt
= −∂H

∂β
= −(β − β∗) (2.11)

Hamilton’s equations of motion are well-known precisely for preserving the Hamiltonian
constant over time, which is easy to see from a derivation

dH

dt
=

〈
∂H

∂β
,
dβ

dt

〉
+

〈
∂H

∂v
,
dv

dt

〉
=

〈
∂H

∂β
,
∂H

∂v

〉
−
〈
∂H

∂v
,
∂H

∂β

〉
= 0

It was said that the system’s design would be such that the reference measure is
preserved. However, the Hamiltonian of the system (2.10) is not exactly the negative
logarithm of µ0. The conservation of the reference measure comes as a consequence of
the following result:

Proposition 2.4.1. The flow described in (2.11) leaves constant any function (β, v) →
⟨(β − β∗), Q(β − β∗)⟩+ ⟨v,Qv⟩ for any symmetric matrix Q.
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Proof. See Appendix A.

By simply taking Q = Σ−1 we have that, for any initialisation (βt0 , vt0) and any
t ≥ t0 it holds that Φµ0(βt0 , vt0) = Φµ0(βt, vt) where Φµ0 represents the density of µ0.

Note that now the dynamics are solvable, but it has still not been addressed the
problem of the bias. Simulating the dynamics would yield samples from the reference
measure, but that is not the target. Here instead of the biased correction of introducing
a Metropolis-Hastings step, the in-built randomness of PDMPS will correct for this bias.

Essentially, the event times and random jumps will be defined so that the departure
at each state from the target distribution is balanced with the net probability flow at each
state with respect to the target distribution (in an analogous manner as in the previous
section). This is to say that the process would have as equilibrium distribution of the
target, even if only unbiased estimations of the density are available.

Although in the next section, detailed proof of this will be appended, to get a
flavour of why this is the case, note that under the dynamics (2.11) ∇ϕ(z) = 0 as with
the constant-velocity dynamics, and by simple derivation

2d∑
i=1

∂ϕi(z)p(z)

∂z
= −⟨v,∇βU(β)⟩e−U(β)

which is the same as for the deterministic dynamics in (2.7) and will balance the net
probability flow due to random jumps in a completely analogous manner as in the previous
section.

2.4.3 Definition and invariance

Now that the motivation for the main novelties that this PDMP sampler introduces has
been covered, it seems natural to provide a formal definition for the process.

Definition 2.4.1. The Boomerang Sampler is a continuous-time stochastic process
{Zt : t ≥ 0} that satisfies Definition 2.2.1 (so it is a PDMP) with the following choices:

1. In follows the Hamiltonian Dynamics in between random jumps:

dβi

dt
= vit ;

dvit
dt

= −(βit − β∗)

and hence, by integrating the dynamics, the deterministic path of the process is
described by

(βt, vt) = (β∗ + (β0 − β∗) cos(t) + v0 sin(t),−(β0 − β∗) cos(t) + v0 sin(t))

2. The jump rates follow the canonical rates derived in the previous section:

λ(βt, vt) = ⟨vt,∇βU(β)⟩+
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3. The transition measure is a Dirac Delta mass with the centre v′ defined by the
following flip operator

Fβ(v) = v − 2
⟨vt,∇βU(β)⟩

⟨Σ1/2∇U(β),Σ1/2∇U(β)⟩
Σ∇U(β)

Formally, q(β′, v′|β, v) = δ(β,Fβ(v)), so that at each event time only the velocity is
changed through the defined operator.

4. A refresh rate λref > 0 is introduced so that, at random times determined by the
arrivals in an independent Homogeneous Poisson Processes, the velocity is refreshed
by random drawing from a normal distribution N(0,Σ).

The choices for the event rates and the transition kernel have the same motivation
as was detailed in Section 2.3.

The flip operator is chosen so that it satisfies the reversibility requirement Fβ(Fβ(v)) =
v to allow V to be symmetrically distributed. Furthermore, it also satisfies the desirable
property that makes the velocity flips change the direction of the movement to point to
more likely areas

⟨Fβ(v),∇U(β)⟩ = −⟨v,∇U(β)⟩

It can essentially be understood as an adaptation of the BPS to the Gaussian refer-
ence measure since it satisfies the following property

Proposition 2.4.2. Let Σ be a positive-definite symmetric matrix in Rd×d and v ∈ Rd.
Then it holds that

|Σ−1/2Fβ(v)| = |Σ−1/2v| (2.12)

where Fβ(v) is the flip operator as in Definition 2.4.1 with the given Σ.

The importance of this result is that the jumps occurring due to velocity flips will also
preserve the reference measure. Note that when a jump of this sort happens, the position
component does not change, whereas the velocity is flipped, and thus the immediate next
state is (β, Fβ(v)). However, the log-density of the reference measure in the velocity space
is (omitting normalisation constants)

vTΣ−1v =
√
Σ−1/2v,Σ−1/2v = |Σ−1/2v|

Therefore, not just the deterministic flow preserves the reference measure but also the
random jumps so that the reference measure is kept constant between refresh times. This
will play a vital role in the invariance of the process as the change of variable required to
show that the flow in each state is balanced is precisely through the flip operator. Thus
this volume preservation will exempt it from the need for a Jacobian.

The choice of the rates is again utterly analogous to Section 2.3. They are theo-
retically the rates that satisfy the invariance condition and have that excellent practical
property of giving rise to velocity switches whenever the position is going far away from
”likely regions”.

Until here, it seems that the process should already satisfy the invariant condition
from the previous calculation. While this is true, it has been shown [9] that a process
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defined this way can have more than one invariant distribution, or, in other words, that
it is not irreducible. This is a very undesired behaviour. In the case of unknown targets
that can only be evaluated up to a proportionality constant (for example, in BNNs), it
would not be possible to assess whether a realisation of the process has converged to the
target distribution or to another one.

In [9] Theorem 1, introducing this refresh rate ensures that the invariant distribution
is unique. This theorem is shown for the BPS, but the argument given in the proof
is directly applicable to the Boomerang Sampler. This is the reason why this refresh
rate is introduced. Although it was not mentioned before, it is always used in any
implementation of the BPS and ZZ as well.

The following result will rigorously prove that all this reasoning makes sense by
providing detailed proof of the invariance.

Theorem 2.4.1. The invariant distribution of a Boomerang Sampler following Definition
2.4.1 has the following probability density function (with respect to the Gaussian measure
µ0):

π(β, v) ∝ exp(−U(β)) · pv(v)

where pv(v) is a uniform distribution over the set of possible values of v.

Proof. See Appendix A.

This theorem implies that the marginal distribution in the equilibrium of the position
component is the distribution of interest. In other words, it ensures the validity of the
defined sampler. The sketch of the proof given here follows from the properties of PDMPs:
computing the adjoint operator of the infinitesimal generator and showing that it vanishes
to zero when evaluated at the target distribution.

However, there is an exciting result found along the proof that can be summarised
as follows

Corollary 2.4.1. The operator that corresponds to the change in probability due to re-
freshments

Areff(β, v) =

∫
Rd

f(β, v′)ΦN(0,Σ)dv
′ − f(β, v)

is self-adjoint, i.e., its adjoint is itself.

The importance of this result is that the adjoint of this operator (itself) will vanish
for any density of the form f(β, v) = p(β), and this gives rise to several interpretations
to understand this refreshment better.

Note that p(β) can be any distribution and does not necessarily need to be related to
the target. This points out that these refreshment steps do not encode any information
about the target but instead are just a tool that allows the process to explore the entire
state space so that the ergodicity of samples is ensured.

On top of that, restricting the process to just the change in probability defined
by this operator would be a continuous-time random walk. This is precisely the most
reversible MCMC method one can think of (note that the condition of invariance for
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this generator is exactly the detailed balance condition of reversible processes [54]). The
expression of the generator operator for the process found in the proof is

Aψ(β, v) = ⟨v,∇βψ(β, v)⟩ − ⟨x,∇vψ(β, v)⟩+ λ(β, v)(ψ(β, Fβ(v))− ψ(β, v))

+ λref

(∫
Rd

ψ(β, v)ΦN(0,Σ)(v)DV − ψ(β, v)
)

Recall that one of the main perks of PDMPs is that they are non-reversible processes.
By staring at the expression of the generator, it can be seen that if the refresh rate λref is
too large compared to the jump rates, then the change in probability of the process will
be dominated by this term. Thus the process will exhibit a reversible behaviour. This
last result provides clues on how to choose the refresh rates.

Relatively low refresh rates will lead to the process being close to reducibility. To
put it another way, it will slow down the convergence too much due to, roughly speaking,
the process getting stuck in the different parts of the invariant distribution that are close
to being invariant distributions themselves. On the other hand, large refresh rates are
associated with processes in which it is much more likely at each step to perform random
(refreshed) jumps than guided steps, i.e., the process will be dominated by this random
walk behaviour mentioned. This would make the process close to a reversible one, slowing
down the convergence, as samples would encode little information from the target. A
significantly large number of iterations would be needed to obtain proper estimations.

In short, a trade-off between irreducibility and non-reversibility will be needed in
our processes since sticking to just one of them deteriorates its performance. For this
reason, as will be discussed in further chapters, it is beneficial to consider some tuning of
the refresh rates.10

2.5 Simulating PDMPs

Up until here, PDMPs have shown to be a sensible approach to Bayesian inference prob-
lems in big data. They have theoretical guarantees and fairly generic schemes to design
algorithms with a pre-specified target distribution. The only missing point is to see
whether they are a feasible alternative when putting them into practice.

Using the defining values of a PDMP (dynamics, rates and transition), it is straight-
forward to simulate realisations from the process. Given an initial value for the process
(or an initial distribution), the process can be easily simulated by the following steps:

1. Given the current time t and the state of the PDMP Zt, simulate the next even time
ti. This time ti, by definition of the PDMPs, is exactly the time of the first arrival
in a Poisson Process with rate λ(zti) or, more specifically (if we are considering a
refresh rate), with rate min{λref , λ(zti)}.

2. Calculate the state of the process just before the event time, given by the dynamics:

zti− = lim
s↑ti

ψ(zti , s)

10Do note that this last result and all the further comments on the refresh rates are applicable for
PDMPs in general, as the refresh rate plays the same role.
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where ψ(z, t) is the analytical solution of the dynamics with initial condition z.

3. Simulate the new value of the process immediately after the event: zti ∼ q(·|zti−).

Implementing PDMPs is, therefore, straightforward and does not involve any com-
plicated or expensive computation other than the expense intrinsic to the problem (the
amount of data or its dimensionality). This scheme, as it stands, compares positively to
the main state-of-art MCMC methods for big data (Hamiltonian Monte Carlo methods
and Langevin dynamics-based methods) due to the different correction approach used.

The primary source of computational cost is the evaluation of likelihoods. While
all of them have to evaluate the likelihood at least once to calculate a proposal for the
next step, the metropolis-hastings step that other methods need to correct the bias (due
to the discretised continuous dynamics) involves further evaluations of the likelihood.
However, this proposal in PDMPs is directly the next step, and no further evaluations of
the likelihood are needed to correct the target distribution11.

Under this prescription, an implementation of the Boomerang Sampler would be as
in Algorithm 1. BPS, ZZ and any other PDMP can be implemented by taking that recipe
and changing the required quantities. Note that the output of these sorts of algorithms
is a skeleton of points (ti, βi, vi)

k
i=0 that represent event times and from which the exact

continuous path of the realisation can be retrieved using the dynamics.

Algorithm 1 Boomerang Sampler

Input: an initial condition (β, v) ∈ S
Output: an skeleton of points (ti, βi, vi)

k
i=0

(t0, β0, v0)← (0, β, v)
for i = 1, ..., k do

tjump ∼ PP (λ(zti−1
)) ▷ Simulate a jump time

tref ∼ Exp( 1
λref

) ▷ Simulate a refresh time

ti ← min{tjump, tref}
βi ← β∗ + (βi−1 − β∗) cos(t) + vi−1 sin(t) ▷ Compute βti−
if tjump < tref then

ω ← −(βi−1 − β∗) cos(t) + vi−1 sin(t) ▷ Compute vti−

vi ← Fβi(ω) = ω − 2
⟨ω,∇βi

U(β)⟩
⟨Σ1/2∇U(βi),Σ1/2∇U(βi)⟩

Σ∇U(βi) ▷ Flip v

else
vi ∼ N(0,Σ) ▷ Refresh v

end if
end for

In order to calculate integrals with respect to the target distributions, different
approaches are found in the literature using these skeletons. Since the complete path of
the realisation of the process is analytically known, a good estimation would be, for the
function of interest φ:∫

φ(β)π(β)dβ ≈ 1

τk − τ0

n∑
i=1

∫ ti

0

φ(β∗ + (βi − β∗) cos(t) + vi sin(t))dt

11Although in theory, this is true, in practice, as it will be thoroughly covered in the next chapter,
further evaluations of the likelihood are usually required at each step
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However, these integrals are usually not easy to compute. The most common way around
this is to take the classic Monte-Carlo estimations of the integrals by discretising the
deterministic path and averaging its value over a particular grid between time steps.

The approach considered in this work will be, for simplicity, to only use the skeleton
values so that it is easy to compare with other methods and to control the number of
steps taken. It is indeed true that it is possibly not the best approach when implementing
PDMP samplers in practice, and it is beneficial to take more accurate grids of the path
instead rather than just the event times. Nevertheless, I believe this is more illustrative
for the testing experiments here.

With all of the above, it may seem that using PDMP samplers is just a matter of some
lines of code and that the natural next step is to get hands-on practical implementations.
However, there is a difficulty that has not been mentioned yet, and it poses the main
challenge of effective sampling from a PDMP. The issue we are referring to is drawing
the event times.

After a random jump, the next event time, by the definition of the probability of
occurrence of events given at the beginning of the chapter, is precisely the time of the
first arrival in a Poisson Process with rate λ(zt). This would be nothing other than
independently sampling from an exponential distribution with the prescribed rate. The
problem is precisely the rate.

Due to the deterministic dynamics, it is possible to write the rate (after each jump)
as an appropriate analytical function of time λz(t). Therefore, the rate that governs the
Poisson Process that we need to sample from changes continuously, just as the state of
the process does. Due to this continuous nature, the process we need to sample from to
obtain event times is no longer any of the well-known Poisson-like processes for which easy
strategies exist. The challenge is instead sampling from an In-Homogeneous Poisson
Process which precisely differs from the Poisson process in that the rate changes with
time.

This is such a significant challenge for these sorts of methods that the next chapter
will be entirely dedicated to covering what strategies are available in the literature to
sample from these sorts of processes and, in more detail, how these were adapted to the
Boomerang Sampler.
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Chapter 3

SIMULATING EVENT TIMES:
IN-HOMOGENEOUS POISSON
PROCESSES

Although they may appear to be a side-effect of PDMPs, In-Homogeneous Poisson Process
(IPP) will play a central role in this work due to their importance in the efficiency of
the so far seen algorithms. The good thing about IPPs is that they are not a new or an
unexplored area of research in Statistics, and they already appear in classical books on
Stochastic Processes[26]. There are also results available that lead to methods to sample
exactly from these IPP once the rates are known.

The problem here is that these methods rely on the function defining the rate (λ(t))
being a nice real-valued function (integrable mainly) which will not be the case in any of
the settings here considered. The rest of the Chapter will first describe in detail why these
IPPs are a problem for the implementation of PDMPs, then explain how the problem of
sampling from an IPP can be converted into a problem of bounding the rates, to finally
describe the approaches considered to bound these rates for the Boomerang sampler.

3.1 Description of the problem

To understand why this presents such a challenge, it is essential to note that the difficulty
of sampling arrival times with the prescribed rates has two sources of complexity.

Firstly, the continuous change in the rates complicates the calculation of event times.
To get some intuition on why this happens, note that the rates can be read in two
different ways. The value λ(zt) determines the probability1 that an event occurs at time
t. Moreover, 1/λ(zt) also represents the expected waiting time at state zt before seeing a
new event. Using these, one may think of two ways to address this.

It would be possible to stop the process at some time t0 and assess whether the
process has jumped or not at this exact time since the probability law of this happening

1Formally, it is the derivative of this probability, what in the Poisson Process literature is known as
instantaneous transition rate.
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is determined by λ(zt) (which is now a value). To follow this approach, it would be
necessary to do this at each exact time step until a jump happens, say in an interval of
time [t0, t0 + h]. This involves repeating this process at an uncountable infinite number
of step times, i.e., no hope of giving rise to a feasible solution. A way around this would
be to use the second interpretation, the mean waiting time. One could stop the process
at zt and compute the next event time under the prescribed rate, say h; hence, an event
happens at t0 + h. However, at any infinitesimally small h, when this new event is
incorporated into the process, the rate of the process has already changed. It is now
λ(zt+h), and the new event would not follow the correct probability laws.

The difficulty of this continuous behaviour relates to the implicit observational un-
certainty that any continuous behaviour has. It can be pictured analogously to the
well-known Heisenberg’s Uncertainty Principle, which states that it is impossible to mea-
sure a particle’s velocity and position in motion simultaneously. Here, it is impossible
to simultaneously measure the state of the process and the probability law of the next
event time. In the next section, it will be illustrated that it is still possible to sample
from these sorts of processes by averaging the rates over time.

The second source of complexity comes instead from the nature of the problems.
Recall that the rates of PDMPs depend on U(x) that represents the negative logarithm
of the distribution we want to sample. In BNNs, and in particular, in Big Data problems,
the likelihood of the posterior distribution is very expensive to evaluate due to the vast
number of data points (the Data Bottleneck mentioned in Chapter 1).

Random subsamples are obtained at each step to avoid this. The likelihood is
estimated on this basis, with the estimation being unbiased, provided the subsampling
is appropriately performed (not introducing any bias so far). So now, instead of ∇U(β)
it is only available an unbiased estimation ∇ũ(β), which can be regarded as realisations
of a random variable ∇Ũ(β) such that E(∇Ũ(β)) = ∇U(β) at any state. The impact of
this on the rates is that they would be random as well

λ̃(zt) = ⟨v,∇Ũ(β))⟩+

Hence, in the problems where subsampling is required, it is not only that rates are not
constant, but they are also random. This formally belongs to a larger class of processes,
known as Cox or Doubly-stochastic processes, which encloses In-homogeneous Poisson
processes with random intensities. However, the theory of these sorts of processes will be
omitted for this work. Instead, sampling from In-homogeneous Poisson processes will be
done by bounding the rates. Therefore, when subsampling is needed, the problem will
be regarded as bounding a random variable.

3.2 Sampling from an In-homogeneous Poisson Pro-

cess

Two well-known techniques appear in the literature to sample from IPPs. Although
they are generally not applicable to our problems directly, they set the ground for other
sampling strategies.
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Using the ”Inverse CDF method”

Along this section,it will be assumed that Nt denotes an In-homogeneous poisson process
with intensity function λ(t) N0 = 0, whilst Mλ

t will be a Poisson process with rate λ and
Mλ

0 = 0.

Poisson processes of rate λ are a class of stochastic processes in which the state of
the process can only jump by one unit at each time, and jumps occur at event times.
Formally they are stochastic processes that satisfy three axioms:

• AX1: The probability law of the jumps at each state is as follows

P(Mλ
t+h −Mλ

t = 1) = λh+ o(h) ; P(Mλ
t+h −Mλ

t = 0) = 1− λh+ o(h)

P(Mλ
t+h −Mλ

t > 1) = o(h)

In words, it only sees jumps upwards with magnitude 1 unit happening at rate λ.

• AX2: For any t, s ≥ 0, Mλ
t+s −Mλ

t is a random variable independent of any past
increments (and thus of all the past history of the process).

• AX3: For any t, s ≥ 0, the distribution of Mλ
t+s −Mλ

t is independent of t.

Note that, under these axioms it can be shown that Mλ
t −Mλ

0 follows a Poisson
distribution with mean λ, that arrival times (the times at which jumps happen) are
independent draws from an exponential random variable with mean 1

λ
and that E(Mλ

t ) =
λt.

In-homogeneous Poisson Processes are defined as a non-stationary generalisation of
the usual Poisson Processes–see [26] Chapter 4, section 7. Therefore, the laws of the jumps
will no longer be independent of t. Instead they are defined by an intensity function
λ(t). To get a flavour of how this happens, note that by the properties listed above,
the rate of a Poisson process can intuitively be interpreted as the instantaneous rate of
change of the process. The following expression appears by rearranging the expectation
characterisation.

E(Mλ
t ) = λt =

∫ t

0

λdt.

In this context, the intensity function of an IPP characterises the expectation func-
tion of the process in the same manner as the rates do

E(Nt) =

∫ t

0

λ(t)dt = Λ(t).

Therefore, the IPP with intensity function λ(t) can be defined to be a process satisfying
the axiom 2 of Poisson processes and in which the probability law of the jumps can be
written as

P(Nt+h −Nt = 1) = (Λ(t+ h)− Λ(t)) · h+ o(h)

P(Nt+h −Nt = 0) = 1− (Λ(t+ h)− Λ(t))h+ o(h)

P(Nt+h −Nt > 1) = o(h)
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Event times in PDMPs are exactly arrival times in an IPP with the event rates of
the process as intensity function. Staring at Part 2 in Definition 2.2.1, the event times
fit precisely into the definition of an IPP2.

Poisson processes of rate λ within this framework can be regarded as IPP with
constant intensity function. The arrival times of Poisson processes are simulated by
drawing independent samples from an Exp(λ) distribution. In the context of IPP this
can be translated as computing the expectation function Λ(t) = λt, obtaining draws
s ∼ Exp(1) and computing the time t, such that s = Λ(t), i.e., taking the inverse of the
expectation function t = Λ−1(s) = 1

λ
s. It turns out that this process can be extended to

the whole class of IPPs.

To get an intuition on why this is true, note that Λ(t) represents the expectation
of a stochastic process that (with probability 1) is non-decreasing and thus (using, for
example, the Dominance Convergence Theorem on the expectation) it is a non-decreasing
function. However, it cannot be assumed to be strictly increasing due to the static
behaviour of the process between jumps that only allows writing Nt+s ≥ Nt. Therefore,
its inverse function is not ensured to exist, but it does its time-inverse function

τ(s) = inf{t : Λ(t) > s} (3.1)

From the monotonic behaviour of Λ it is easy to derive that τ is also a non-decreasing
function.

The process can be easily justified through the technique of coupling processes.
Coupling means constructing two different random processes that measure different quan-
tities using the same stream of randomness 3.

To do that, the IPP is let run for a while. At the same time, a coupled process M
is calculated, observing at each instant of time t what has happened so far in the IPP
and retrieving the state of Nt at time τ(t) (note that by definition τ(t) ≥ t so that Mt

can observe up to (at least) τ(t)). Formally, it is possible to write Mt = Nτ(t) (with
probability 1). Now let us take a closer look at the expectation function of Mt.

Note that the instant τ(t) represents, by definition, the first time at which the IPP
had expectation t, and that means

E(Mt) = t ∀t ≥ 0

thus if Mt was ensured to be a Poisson Process, the result would hold as the rate would
be 1. Indeed, it is straightforward to generalise this line to any increment of the process
(not just Mt −M0) to see that not just the expectation coincides with the length of the
increment, but it also does not depend on t. This property uniquely characterises the
process as a Poisson Process with rate 1–see, for example, [26] Chapter 4, Theorem 1.17.
To see why this is true, note that, once assumed Λ(t) is a continuous function (which will

2To avoid confusion, I would like to stress this notation mismatch that occurs here. Event rates in
PDMPs context are not what we here are naming rates (of Poisson processes). The connection between
them is that the event rates of PDMPs are the intensity function of the IPP that subsequently defines
its rates.

3Do not confuse with coupling two random variables, which usually refers to creating a multivariate
random variable that has each coupled as respective marginals.
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be the case for our purposes)

E(Mt+s −Mt|Mu;u ≤ t) = E(Nτ(t+s) −Nτ(t)|Nu;u ≤ τ(t))

AX2
= E(Nτ(t+s) −Nτ(t)) = Λ(τ(t+ s))− Λ(τ(t)) = t+ s− t = s

All the above can be summarised in the following result.

Theorem 3.2.1 (Cinlar [26]). If Nt is an IPP with intensity function λ(t) and τ(t),
defined as in (3.1), where Λ(t) =

∫ t
0
λ(t)dt, is a continuous function, then Nτ(t) is a

Poisson Process with rate 1.

Using this convenient result, it is possible to revert the coupling procedure explained
above and instead simulate Mt a Poisson Process with rate 1 to subsequently build an
IPP by coupling it to Mt, using as arrival times the times s such that t = Λ(s). More
succinctly, sampling from an IPP with intensity function λ(t) is done by following the
steps in Algorithm 2.

Algorithm 2 Simulating arrival times in an IPP

Compute: Λ(t) =
∫ t
0
λ(t)dt

Draw: t1, ..., tn
i.i.d.∼ Exp(1)

Compute: τi =
∑i

j=1 ti
Find: s1, ..., sn such that τi = Λ(si)
Output: s1, ..., sn are arrival times in the IPP.

Hence, sampling from an IPP is relatively easy and with not too much cost since the
method does not involve any loop structure that may increase the computational cost.
However, as one may have already noticed, it makes a big assumption: that it is possible
to obtain analytically the function Λ(t) or, in other words, that the intensity function
λ(t) has a primitive.

This is not the case in any problem of interest, not to mention BNNs. Recall that
the intensity function for the PDMPs depends on the gradient of the log-density of the
target. For BNNs, it is not even analytically tractable and thus unfeasible to consider the
computation of a primitive for it (as a function of time). However, this method serves as
a starting point for any other scheme considered.

Thinning the process

Following the coupling methodology introduced above, a widespread transformation of
Poisson Processes is thinning the process. In short, this consists of omitting each
arrival with some probability p. By doing this, another Poisson Process is constructed
with rate (1− p)λ–the thinning property is a well-known feature of Poisson processes.

So imagine now that we want to simulate a Poisson process with rate λ, but it is
only available to us a stream of arrival times for a Poisson process with rate λ+ such that
λ < λ+. Then an immediate solution would be to construct the process with rate λ+ and
thin it with probability 1− λ/λ+. The thinning property would yield a Poisson process
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with rate λ. Again, this principle is not exclusive to the classic Poisson Process and can
be extended to IPPs.

Let λ+(t) > λ(t). Then by omitting each arrival time ti in a realisation of an IPP
process of intensity λ+(t) with probability 1 − λ(ti)/λ

+(ti) a sequence of arrival times
in an IPP with the desired intensity is obtained. Thus, if a constant λ+ that uniformly
bounds the intensity function can be found, it would be straightforward to obtain arrival
times. Algorithm 3 shows a refined version of this method, where unnecessary evaluations
of the rates are avoided (recall that for our purposes, only the first arrival is needed, thus
one acceptance, as after any jump, the analytical function that defines the rates change).

Algorithm 3 Thinning the IPP

1. Find: λ+ such that λ(t) < λ+ uniformly.
2. Initialise: t0 and i = 1.
3. Draw: t ∼ Exp(λ+) and let ti = ti−1 + t
4. Draw: u ∼ U(0, 1)
if u < λ(ti)/λ

+ then
Accept ti as an arrival time

else
Set i = i+ 1
Go back to step 3.

end if

This can be seen as an accept-reject methodology, and as such, the quality of the
bound will be crucial to assess the efficiency of the sampling. If the bound is too loose, the
acceptance probability will be feeble. Thus, many iterations over Algorithm 3 would be
required to obtain any new step in our methods. For this reason, this method is usually
combined with the previous one so that bounds are not restricted to constants.

Finally, going back to the PDMPs, it is essential to note that when an arrival from
the bounding process is rejected, no arrivals occur at an earlier time in the process of
interest. In other words, if the process is currently at time t0 and the bounding process
sees an arrival at time t1, but this is rejected for the process of interest, no arrivals can
happen in the process of interest between t0 and t1 as this would violate the coupling
principle. Instead, the process is simulated through the corresponding deterministic path
until time t1 without any jump happening, and then, after time t1, new jumps are again
attempted.

Combining both methods

Putting together all the content from the previous subsections, it is possible to sample
efficiently from an IPP if the intensity function can be integrated or bounded. Finding
a tight constant bound for the entire domain of λ(t) is not usually possible, especially
when the behaviour of λ(t) is not close to being constant. Hence, it seems reasonable to
combine both methods.

The goal now is to bound the intensity by another function λ+(t) that is similar to
it, so the departures are small over the whole domain, but that is possible to integrate.
With that, it would be straightforward to combine both methods. First, sample exactly
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from an IPP with intensity λ+(t) and obtain a sequence of arrival times. Then, thin this
sequence by accepting each arrival time ti with probability λ(ti)/λ

+(ti). If the intensity
rates represent the event rates of the PDMP, this last thinned sequence is exactly a
sequence of event times. Algorithm 4 summarises how event times may be obtained.

Algorithm 4 Sampling + Thinning for IPP

1. Find: λ+(t) such that λ(t) < λ+(t) uniformly.
2. Compute: Λ+(t) =

∫ t
0
λ+(t)dt.

3. Initialise: t0 and i = 0.
4. Draw: t ∼ Exp(λ+) and set ti = ti−1 + t.
5. Find: si such that ti = Λ(si).
6. Draw: u ∼ U(0, 1).
if u < λ(si)/λ

+(si) then
Accept si as an arrival time.

else
Set i = i+ 1.
Go back to step 4.

end if

For this reason, the approach in our methods now changes. Instead of sampling from
an IPP with intensity function defined by the event rates of the PDMP, the problem is
now simplified to finding an appropriate bound for the rates. Of particular interest will
be affine, piece-wise affine and constant functions, for which analytical primitives are
always ensured to exist at no computational cost. The following section will cover the
methodology considered to this end.

3.3 Bounding the rates

This section will be dedicated to covering the methods that were used in this work to
bound the rates and, thus, for the implementation of the Boomerang Sampler4. The ideas
behind the methods illustrated here appear in the recent literature on MCMC methods
using PDMPs.

However, due to the recentness of the Boomerang sampler, very few methods are
found in the literature for this particular PDMP. The original paper (and only one existing
at this exact moment) [5] illustrates how to bound the rates for the case of dominated
gradient or Hessian. This method makes some very restrictive assumptions that hinder
its applicability to the problems of interest.

This section contributes to the study of the Boomerang Sampler with novel method-
ology to bound the rates, adapting ideas already used for ZZ and BPS to the different
rates.

4Although all methods are readily transferable to BPS or ZZ, and this has indeed been done in the
experiments, here we will focus on how they apply to the Boomerang sampler.
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3.3.1 Hessian/gradient-dominated targets

Along this subsection, it will be assumed that the logarithm of the target density for
the Boomerang sampler, as a real-valued function U : Rd −→ R is a twice differentiable
function with Hessian matrix ∇2U(β).

In [5], it is indicated how the conservative behaviour of the Hamiltonian Dynamics
that the Boomerang sampler follows with respect to the Gaussian measure allows the
existence of some interesting bounding results for the rates. First note that if the norm
of ∇U(β) is bounded by some constant C, then it is straightforward to bound the rates
since (recall that |⟨a, b⟩| = |a| · |b| · | cos(α)| ≤ |a| · |b|)

λ(zt) = ⟨v,∇U(β)⟩+ ≤ |⟨v,∇U(β)⟩| ≤ |∇U(β)| · |v| ≤ C
√
⟨v, v⟩+ ⟨β, β⟩

The last term is constant under the Hamiltonian dynamics by directly applying Property
2.4.1. This boils down to the first of this series of results.

Theorem 3.3.1 (Constant bound [5]). Suppose that |∇U(β)| ≤ C for some constant
C ∈ R+ and for all β ∈ Rd. Then, for any deterministic trajectory (βt, vt) following the
dynamics in (2.11) with starting point (β0, v0) it holds that

λ(βt, vt) ≤ C · |(β0 − β∗, v0)|

The result regarding dominated Hessian also uses the Hamiltonian dynamics to find
constant bounds, but instead arises as a consequence of the Mean Value Theorem
which ensures that under certain regularity assumptions on functions f ;R −→ R it holds
that for any real values a < t there exists c ∈ [a, t] such that

f(t)− f(a)
t− a

= f
′
(c)

and thus, if the gradient is uniformly bounded by some constant M , it holds that f(t) ≤
f(0) + t ·M for all t > 0 by just rearranging the expression above.

The result precisely shows how the fact that a positive-definite matrix dominates the
Hessian matrix of U (which essentially implies that ||∇2U(β)|| ≤ M for some constant
M) ensures that the gradient of the rates is bounded. Subsequently, the Hamiltonian
dynamics allow finding a constant bound. Detailed proof of this fact is found in Appendix
B.

Theorem 3.3.2 (Affine Bound [5]). If the target energy U(β) is such that ||∇2U(β)|| ≤
M for some finite M and for all x ∈ Rd and (βt, vt) are defined by the Hamiltonian
Dynamics in (2.11) then the following affine bound for the rates of the Boomerang Sampler
holds:

λ(βt, vt) ≤ (a(β0, v0) + t · b(β0, v0))+
where

a(β0, v0) = ⟨v0,∇U(β0)⟩

b(β0, v0) = |∇U(β∗)| ·
√
|β0 − β∗|2 + |v0|2 +M(|β0 − β∗|2 + |v0|2)

Proof. See Appendix B.
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As one may have already noticed, this method relies on a very hard assumption.
The Hessian or gradient of U must have a bounded norm. It has already been mentioned
that, for most of the problems here considered, U is not even available analytical; hence
there is no hope of obtaining a bound in any appropriate manner (other than just trying
with arbitrarily large values).

Despite this, it still applies to some problems, mainly when the target is known to
follow (or behave similarly to) a Gaussian distribution.

Example of use: targeting Gaussian distributions

Note first that, if we want to target π(β) ∝ exp(−E(β)) with respect to the Lebesgue
measure then the target energy (with respect to the Gaussian measure µ0) must be
written U(β) = E(β) − 1

2
(β − β∗)TΣ−1

∗ (β − β∗) and hence, using the fact that Σ−1
∗ is a

semi-positive definite matrix and the definition of the matrix norm:

||∇2U(β)|| = ||∇2E(β)− Σ−1
∗ || = sup

||β||=1

⟨β, (∇2E(β)− Σ−1
∗ )β⟩ =

sup
||β||=1

(⟨β,∇2E(β)β⟩ − ⟨β,Σ−1
∗ β⟩) ≤ sup

||β||=1

⟨β,∇2E(β)β⟩ = ||∇2E(β)||

If we are to target some Gaussian distribution N(µ,Σ), then we take E(β) = 1
2
(β −

µ)TΣ−1(β − µ) and quite clearly the Hessian of our potential is constant ||∇2E(β)|| =
||Σ−1||. Therefore in such case, for any t0 ≥ 0 and t ≥ t0 it holds that

λ(βt, vt) ≤ ⟨vt0 ,∇U(βt0)⟩+
t · (|∇U(β∗)| ·

√
|βt0 − β∗|2 + |vt0 |2 +M(|βt0 − β∗|2 + |vt0|2)

Even though this result seems of minimal use, it works for some practical problems.
For example, when Bayesian Linear Regression is applied and, more generally, in any
setting in which it is known that the posterior has some Gaussian-like behaviour.

To conclude this section, it is worth mentioning that in [5], it is detailed how these
results can be used under subsampling, using Control Variates.

3.3.2 Statistical Modelling

This class of methods is particularly well suited for the doubly-stochastic process that
arises in Bayesian inference. Recall that when sub-sampling is required for the problem,
the rates become a random variable. As such, nothing prevents us from using any model
for random variables, assuming that the rates are the response variable. This can range
from simple linear regression models to more complex time-series methodology.

Recall that the target distribution in Bayesian inference is the posterior distribution
of the parameters β given some data, x. A more formal notation for the gradient of the
target energy would be ∇U(β|x). In general, if the data set X has size N , then

∇U(β|x) = −∇logf(β)−
N∑
i=1

∇logp(xi|β)
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where f denotes the density of the posterior distribution and p(·|·) the likelihood of the
model as defined in Chapter 1.

When sub-sampling is performed, at each iteration of any sampling/estimation al-
gorithm, a random sub-sample of size n < N is obtained from X, say, {xrj : j = 1, ..., n}
for some indices rj in 1, ..., N . The most common unbiased estimation of the gradient
using this sub-sample is

∇Ũ(β|x) = −∇logf(β)− N

n

n∑
j=1

∇log(p(xri|β))

and the rates are estimated using this value.

The method of this class that has been tested in this work is an adaptation of the
Stochastic Bouncy Particle Sampler introduced in [51]. The main idea is to implement
a Bayesian Regression model under the assumption that observed values of the rates in
close enough time steps between two jumps are correlated. The approach is detailed in
[51], but the main ideas will be glanced at here to point out that it is readily transferable
to the Boomerang Sampler with just a change in the definition of the rates.

Assume that, for i = 1, ...,m, λi denote observed values of λ(ti) for a set of time
steps. Then is formulated as follows

λi = ω1ti + ω0 + ϵti ; ϵti ∼ N(0, σ(ti))

A (partial) Bayesian approach is taken to estimate the response variable. For σ(t) a
deterministic estimation is considered using the sub-sample:

σ(t) =
N2

n

(
1− n

N

)
V ari · ⟨vt,∇ũ(βt)⟩

where the first term is a finite-population correction term, V ari stands for the variance
within the sub-sample, i.e., V ar(xri), and the estimation for the gradient uses the sub-
sample as above.

Putting Gaussian priors on ωi it is a classic result in Bayesian inference (usually
found in the literature as the normal-normal model) that the posterior distribution for
these parameters is also Gaussian. The respective posterior means for the parameters are
denoted by ω̂i. It is also a known result from normal-normal models that the predictive
distribution for the data is Gaussian with the mean determined by the posterior means,
and where now the variance is the sum of the variance within the data plus the uncertainty
associated with the estimations of the parameters. In short, the predictive distribution
for further time steps t > tm is

Ĝ(t) = ω̂1t+ ω̂0 + ϵt ; ϵt ∼ N(0, ρ(t))

where, denoting x = (1, t), and Σ̂ the posterior variance of the parameters ω,
ρ(t) = xT Σ̂x+σ(t). The upper bound for the variable λ is constructed based on this esti-
mation by taking a confidence band on the unobservable error of a number k of standard
deviations:

δ(t) = ω̂1t+ ω̂0 + kρ(t)
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Now δ(t) represents a probabilistic upper bound for the rates. However, it is not
ensured to be of a simple class of functions that can be integrated. Instead, linear
interpolation is used to obtain arrival times of the upper IPP. After each arrival time is
sampled from the upper IPP, the thinning is performed to obtain arrivals in the IPP of
interest. Each time a proposal is rejected, it is re-used to update the regression model.

This briefly covers the approach taken in [51] to apply subsampling to a BPS process.
As inferred, it is readily transferable to the Boomerang sampler since it does not use any
particular feature of the BPS. Therefore, by just applying it to the appropriate rates, this
scheme would provide event times in a Boomerang Sampler PDMP.

It is worth stressing that this strategy is bounding a random variable that, in prin-
ciple, is not ensured to be bounded. This is to say that the bounds found bracket the
values of the random variable with a certain probability. In short, these strategies are
expected to introduce some bias in the sampling.

3.4 Numerical Approaches

The first section of the Chapter showed that sampling from an IPP is possible if they
can be bounded or integrated. For these reasons, methods that attempt to bound and
subsequently rate the event rates of the Boomerang sampler have been covered in the
last section. However, a natural alternative that has not yet been mentioned is trying to
directly integrate and bound (by a constant) the event rates using numerical methods.

Before going into the details of these methods, it is worth noting that, looking back
at how the Boomerang sampler is implemented (Algorithm 1), after each event time,
only one arrival of the IPP is needed before a refreshment is triggered. The rates change
at each event time, so different IPPs must be sampled between random jumps. In that
sense, the most sensible approach is to first draw a refreshing time tref for the current
state and then integrate or optimise the rates in the interval [0, tref ]. Thus the numerical
methods here considered will work under that consideration.

The original versions of these strategies do not necessarily optimise the rates on this
interval. Instead, a generic [0, tmax] for some upper value is used, relaxing the impact
of the refresh rate on the performance. This comes at the cost of needing to tune this
tmax carefully. Here, for simplicity and because it seems natural due to the structure of
the process, the numerical approximation of the rates is performed over [0, tmax]. The
advantage of this is to avoid having to tune this quantity. However, the refresh rate needs
to be carefully tuned because it will determine the effectiveness of the bounds.

3.4.1 Numerical Integration

The approach followed here is an adaptation from [50] in which they utilise numerical
integration to sample event times for a Zig-Zag sampler. However, some alterations are
needed due to the rates in the ZZ having a different interpretation as they are split into
dimensions, and only one component of the velocity is flipped at a time.

Note that the problem of obtaining the first arrival in an IPP process with rates
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λz(t) can be rewritten as obtaining a root for the following function

∆(τ) =

∫ τ

0

λz(t)dt−R (3.2)

in [0, tref ], where R is a realisation of an Exp(1). It is straightforward to see that this is
equivalent to finding a time for which the integral of the rates is equal to a realisation of
an exponential with rate 1.

The numerical approach to solve this optimisation problem is in two steps:

• A numerical equation solver is implemented to find a zero of the expression. In
particular, Brent’s Algorithm [10] was used here as it is considered the best algo-
rithm to find a zero of a uni-variate real function over a sign-changing interval. An
implementation for this is already available in the library SciPy for Python5.

• At each step of the root solver, an evaluation of the integral is required. A numerical
integration scheme is used for that purpose. The one considered here is the classic
Gauss quadrature rule which is again implemented in SciPy6.

This method has an implicit pitfall associated. Note that to approximate the inte-
gral, some iterations will be required on the numerical process, which implies evaluating
the function and thus the likelihood of the problem, which, recalling from previous section
2.5, is precisely something we wish PDMPs avoid. Some improvements are considered to
try and palliate this as much as possible.

1. Note that Brent’s algorithm requires that [0, tref ] is a sign-changing interval. From
(3.2) it is clear that ∆(0) < 0 and hence we would need that ∆(tref ) > 0. However,
if this does not happen, it is possible to skip the numerical process and directly
refresh the process. ∆(tref ) < 0 that would mean that the first zero of ∆ is larger
than the refreshment time (noting that the rates are always non-negative and thus
∆ is a non-decreasing function).

2. It is also possible, at each evaluation of the integral when iterating over the root-
finding process, to re-use the previously calculated information so that the approx-
imation of the integral is more accurate with fewer evaluations. Note that, for any
τ1 > τ0 > 0, where τ0 is a time step that has already been proposed as zero, it holds
that

∆(τ1) = ∆(τ0) +

∫ τ1

τ0

λz(t)dt− 2R

and therefore, there is no need to evaluate the integral over the whole interval again.

Note that this procedure has fundamental criticism: MCMC methods are precisely
designed as an alternative to numerical integration when this becomes unfeasible for the
dimension of the problem or its complexity. Therefore, using numerical integration again
inside the solution seems like an ”introducing the problem in the solution of the problem”
infinite loop. Regardless, this methodology has been tested in this work.

5https://docs.scipy.org/doc/scipy/reference/generated/scipy.optimize.brentq.htmlrcf302ff4bf60-
brent1973.

6https://docs.scipy.org/doc/scipy/reference/generated/scipy.integrate.quadrature.html.
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3.4.2 Numerical Optimisation

Optimisation techniques attempt to find the maximum of the rates over intervals [0, tref ].
Once this maximum is obtained, it can be used to directly implement the thinning tech-
nique -Algorithm 3- to obtain event times. Do note that this maximum is precisely the
best possible bound on the interval of interest. Therefore, it represents the best possible
way to avoid sampling from an IPP in terms of efficiency.

At this point, gradient-based methods should be avoided for the targeted problems.
Recall that the expression of the rates involves the gradient of the log-likelihood of the
target, so the gradient of the rates would involve computing the Hessian at states of
positive jump rate:

dλ(zT )

dt
= −⟨βt,∇U(βt)⟩ − vTt ∇2U(βt)vt

For instance, when sampling from the posterior distribution of a BNN, this would need
the Hessian of the BNN with respect to the parameters, that is, a matrix of size d × d
that possibly cannot be even stored in the memory of a CPU.

Another suitable remark is that numerical optimisation methods are generally de-
vised to minimise real univariate functions. The function of interest is the rates λ(zt)
between two event times which are analytical functions of time. However, the goal is to
obtain a maximum, so these methods will be run on −λz(t), and the minimum found will
be our bound.

As before, any optimisation routine may be utilised for these purposes. However, an
adaptation of the scheme used in [15] is of particular interest for the Boomerang Sampler
as it is very well suited for the shape of the rates of this PDMP. It is worth taking a
closer look at the method’s main features to see why this is the case.

It implements Brent’s Minimisation algorithm [53][Section 10.2]. This algorithm is
a combination of two schemes:

• Parabolic interpolation: targeted at minimising some real function f , it takes
three points a < b < c such that the evaluations of the function are intercalated:
f(b) ≤ f(a) and f(b) ≤ f(c). It then traces the (unique) parabola that interpolates
the three points and takes its minimum, which is its vertex and can be analytically
found by

x = b− 1

2

(b− a)2[f(b)− f(c)]− (b− c)2[f(b)− f(a)]
(b− a)[f(b)− f(c)]− (b− c)[f(b)− f(a)]

(3.3)

Then it replaces the value on the limits that yields the lowest value of f by the
newly calculated x. By iterating over this process until some tolerance is met, it
hopes to minimise the function as illustrated in Figure 3.2. As seen from there,
this method is particularly well suited for functions accurately approximated by
parabolas. However, it is not theoretically ensured that it will converge, and there
exist cases in which it can remain bouncing between two values infinitely many
times.

• Golden Section Search [43] palliates this effect by ensuring convergence of the
method. It again takes three points x1 < x2 < x3 under the same assumptions and
evaluates the function in a fourth point x4 in the larger of the two sub-intervals
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Figure 3.1: A diagram of how parabolic interpolation is very well suited for parabolic-like
functions. (1), (2) and (3) are the three points at the beginning of the algorithm. It finds (4) as
the vertex in the parabola interpolating (1), (2) and (3) and substitutes the largest of them, (3).
Now the parabola interpolating the current points, (1), (2) and (4) finds (5) as the vertex.[53].

determined by x2. If the evaluation in this new point is larger than f(x2), then a
minimum will be found in (x1, x2); thus, the search can be refined to that interval.
Otherwise, it will be in (x2, x3).

A vital consideration in this method is how to choose the intermediate point at each
step. It does so by ensuring that the distance of this new point to the further limit
is the same as the distance from the current intermediate point to the closer one.
In other words, the ratio of the two possible new brackets for the minimum respects
the golden ratio. The reason underpinning this choice is that it reaches optimality
in terms of convergence. This method is very robust as it ensures convergence to
a minimum of the function under very few assumptions on its shape, with the cost
of not being particularly efficient.

Thus, the combination of both hopes to produce an efficient and robust optimisation
routine that finds a minimum in the pre-specified interval, avoiding using gradients.
The details of how the combination is designed are found in [53] [Section 10.2] and the
implementation of it is also available in SciPy7.

The details of the underlying ideas were given here to see why they are very well
suited for the functions we will be optimising. Recall that the rates of a PDMP are an
analytical function of time (between jumps) by plugging in the solution of the dynamics
with the last jump as the initial condition. Say, for example, that t0 represents the last
observed jump. Then, for the Boomerang sampler, the rates are

λz(t) = ⟨−β0 sin(t) + v0 cos(t),∇U(β0) cos(t) + v0 sin(t))⟩+

Thus, the expression within the maximum will always be a 2π-periodic function with
a harmonic behaviour. Moreover, when the maximum is taken to compute the rates,
this sinusoidal shape is cut at the line y = 0 leaving a system of parabolas as shown in
Figure 3.2. Therefore, the rates of the Boomerang sampler are highly likely to display
a parabolic behaviour8. Moreover, it was mentioned that the method would need that

7https://docs.scipy.org/doc/scipy/reference/generated/scipy.optimize.brent.html.
8Note there is not (or has not yet been found) theoretical evidence to support that this behaviour is

ensured, but rather just heuristic reasoning that turns out to coincide with the observed behaviour in
the experiments.
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Figure 3.2: Illustration of how the harmonic function defined by the dynamics would look like
after taking the maximum. In the left the inner product is plotted over time compared to the
rates for the same state.

between the limits of the interval, there has to be a point such that the evaluations on
the interval limits are both larger. If such a point cannot be found, then the function over
the interval of interest may be monotonic. Thus, either the left or the right end of the
interval is the minimum of the interval. For this reason, this method can be improved,
as pointed out in [15].

If, after the first iteration, the upper limit of the bracket has not changed, this
can either mean that its evaluation was lower than the lower end (in which case the
optimisation routine should continue its course) or that it was changed by the same value.
This second case means that the only intermediate point found under the assumptions
was itself. If this happens, the function is likely to be monotonic over the interval (the
other possible case is that the algorithm did not find a point under the assumptions).
To confirm that, the minimised function is evaluated at a very close distance ϵ to the
upper limit. If it approaches the end of the interval from above, −λ(zt) is assumed to
be non-increasing, and thus λz(tref ) is the bound we are looking for. Analogously, if the
same holds for the lower end, then λz(0) will upper bound the rates over [0, tref ].

Note that this check of monotonicity is not a theoretical guarantee but rather a
heuristic tool. Thus, it may be the case that it fails, providing an incorrect bound. This
would trigger bound violations on the thinning of the Poisson process, giving rise to
event times that cannot be thinned to follow the appropriate rates or, in other words,
introducing bias to the sampling. Even though no theoretical evidence exists (yet) to
support this, in practice, this has shown to happen very rarely. When it happened, the
largest number of simulated arrival times in which the bound was violated was of the
order of 0.04%. Thus, the bias introduced by this check is non-negligible, in particular,
compared to the computational improvement it provides.

With all the above, Brent’s algorithm is particularly well suited for our purposes. It
provides a minimum for a real function over a specific interval, avoiding using gradients.
It is intended for functions close to being parabolas, assumptions that our rates can be
assumed to meet. Running this method on −λ(zt) will likely provide us with a bound
efficiently. In fact, from all the methods tried, this has shown the best performance.
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Chapter 4

PDMP IN PRACTICE

The main ambition of this project is to assess whether PDMPs, particularly the Boomerang
Sampler, are a feasible alternative to the state-of-art (and biased) methods to sample from
the posterior distribution of a BNN. In previous chapters, it was detailed how this makes
sense from an intuitive point of view, has theoretical support, and there exist ways to
implement it in practice. Therefore, it seems natural to begin with the application of
these methods.

Several experiments will be conducted to answer the motivating questions of this
work. A preliminary application on Bayesian Linear Regression with Gaussian priors,
in which the posterior distribution is available analytically, will answer how well these
methods scale with dimension, noise and sample size. Secondly, the same experiment but
on a Horseshoe Prior model will investigate the aversion of these sampling methodologies
to sparsity. Finally, the Boomerang sampler will be applied on BNNs and compared to
the Variational Inference approximating technique.

However, a major pitfall for the experimentation is the lack of implementations
in the literature for these purposes. In particular, for the Boomerang Sampler, due to
its recentness, the only code available is an implementation in Julia that relies on the
practitioner’s ability to code the target distribution and its gradient. At this point, it is
clear why this will not be feasible for BNNs. Therefore, one of the main contributions
of this work is the development of a Python repository that enables practitioners to use
PDMPs as an inference methodology for an extensive range of models.

Before going into the experimentation details, a sub-section will cover the details of
this repository used for all the experiments conducted.

4.1 Code: PyroPDMP

PyroPDMP is a Python repository that implements PDMPs. Different implementations of
each PDMP are already available in literature [5, 51, 15]. However, the novelty of this
repository is that it does not require the user to manually introduce any target distribution
or its gradient. Instead, it is only required to specify the logic of the operations and the
probability distribution that defines the likelihood, and the prior distribution of each
parameter involved.
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It avoids the need for gradients making use of Automatic Differentiation libraries.
In particular, it is built on Pyro [8] which is a library designed for Probabilistic Deep
Learning that allows to define Bayesian models in a very convenient way. It is built on top
of PyTorch, the state-of-art automatic differentiation engine to use on Neural Networks.

Pyro makes defining Bayesian models very convenient, by allowing the use of models
built on PyTorch and appropriately update them according to the distributions assigned.
The good thing about Pyro is that it already has some methodology to perform MCMC
inference implemented, for example HMC and NUTS. Therefore, the repository here
designed integrates PDMPs within these methods.

There is already available in Pyromodules to run Markov Chains without the need of
specifying the target and its gradient. Inheritating abstract methods for them, it is only
necessary to define the Kernel (set of laws that rule the subsequent steps of the simulated
chain) of the method that we wish to use. This repository defines the Kernel for the BPS,
ZZ and Boomerang Sampler so that it is compatible with these libraries. Furthermore,
several methods are included to perform Bayesian inference on the simulated chains.

All the code related to this implementation is attached to this report. The file
Guide.ipynb is probably the most relevant one, that explains the usage of the code
written through examples. The scripts of each Kernel implemented are available as
well. Details of the repository can also be found up to date in its GitHub website
https://github.com/pabloramses/PyroPDMP.

4.2 Bayesian Linear Regression

Bayesian Linear Regression performs Bayesian inference on linear models as an alternative
to classic linear regression. The Gaussian-noise model will be considered, where Y is a
univariate response variable, β the parameters of the model, X a vector of observed
variables and ϵ an unobservable Gaussian noise. As in all of the experiments considered
here, it is available to us a data set {(xi, yi)}ni=1 that contains observations of X and Y
for n individuals. With this, the model writes as

Y = β(1)X1 + ...+ β(d)Xd + ϵ = βTX + ϵ ; ϵ ∼ N(0, σ)1

This is the model we will consider for all our BLR experiments, which implicitly
defines the likelihood of the data

Y ∼ N(βTX, σ) (4.1)

It is worth mentioning that, in all the experiments, no intercept was considered.
The reasons underpinning this decision are essentially simplicity and the lack of need.
All the data for the models is synthetic, based on a true random model with random noise
introduced. Thus an intercept is not necessary since it would be equivalent to considering
Ŷ = Y − β(0) as the response variable.

1Note that we abandon here the dot product notation used before to adhere to usual regression
notation, al products are indicated here by juxtaposition.
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Only assigning prior distributions to the parameters is left to perform Bayesian
inference. Before going into the different considerations for the experiments, recall that
we will be dealing with MCMC methods instead of exact sampling. As such, before
performing inference, it is necessary to assess whether the realisations of the chains can
be used as samples. The following subsection introduces measures that will be used for
that purpose.

4.2.1 Measures

To answer the questions these experiments will target, measures with two different natures
will be gathered. On the one hand, performance measures will be collected to assess
whether the model has appropriately fit the data. On the other hand, recall that we are
also facing the challenge of sampling from an unknown distribution; thus, we will also be
concerned with the convergence of the samples obtained.

There will be three measures common to the two sorts of priors, and in addition,
each prior will also implement a convergence measure specific to the targeted model.

Kernel Stein Discrepancy: a convergence measure for gradient-based MCMC
methods.

The convergence of standard MCMC algorithms is usually diagnosed in two ways. First,
it is checked that they have reached their stationary regime, using, e.g., cumulative
averages. Secondly, its efficiency as a sample is studied, i.e., an attempt to measure the
amount of information the observations encode is made. This is usually done relative to
what an IID sample of the same size would have attained. Widespread techniques are
the auto-correlation function or the Efficient Sample Size (ESS).

However, none of these methods is appropriate for any gradient-based Monte Carlo
approach. Gradient-based MCMC algorithms usually introduce some intrinsic bias to the
sampling because their invariant distribution is only an approximation of the target distri-
bution 2. Thus, classic methods may be able to assess convergence to this approximation,
but they would never account for this bias.

Finding appropriate diagnosis metrics for gradient-based methods is an entire (and
very recent) line of research that would lead to another dissertation and hence falls out
of the scope of the present report. For this reason, not very in-depth details will appear
in this regard. Instead, the ideas supporting the approach considered for our purposes
will be discussed.

The diagnosis test used for the experiments here is an adapted version of [48], in
which a Kernel Stein Discrepancy measure is developed for a Stochastic Gradient MCMC
algorithm using the Langevin Dynamics. Stein’s discrepancies [36, 38] are based on
the distance between sample and true averages of a class of functions under the target
distribution.

2Gradient-based MCMC algorithms rely on discretisations of their dynamics that alter their invariant
distributions. Although it is not the case for PDMPs, they usually introduce bias if the event times are
challenging to obtain and some violations in the thinning process occur, as mentioned in Chapter 3.
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Assume that β1, ..., βK represents a realisation from an MCMC algorithm. To assess
how well the empirical distribution π̂ of this sample approximates the true posterior π,
it seems reasonable to measure how close the expectation of functions h within a specific
class H are when computed with respect to each of them. If they are close enough for a
broad class of functions (and, more importantly, for a class that encloses the functions of
interest), then the sample would be good enough to perform inference.

The idea of quantifying departures motivates the definition of the following distance
measure

dH(π̂, π) = sup
h∈H
|Eπ̂(h(β))− Eπ(h(β))|) (4.2)

Moreover, it can be shown that if that distance converges to zero when the size of the
approximated sample of β increases, then its empirical distribution weakly converges to
the true target [36]. As one may have observed, (4.2) is usually unavailable in practice
due to the intractability of the true posterior—instead, an estimation of that quantity
is calculated. The approximation constructed here follows the guidelines of [35], which
ensures that by appropriately defining a kernel function and evaluating it at each pair of
observations within the sample, it approximates (4.2) well enough.

Under this approach, the Kernel Stein Discrepancy (KSD) is defined as follows:

KSD(π̂K , π) =
d∑
j=1

√√√√ K∑
k′,k=1

k0j (βk, βk′)

K2
(4.3)

where k0j represents the Stein kernel, which may be defined as

k0j (β) =
∂U(β)

∂β(j)

∂U(β)

∂β ′(j)
k(β, β′) +

∂U(β)

∂β(j)

∂k(β, β′)

∂β ′(j)
+
∂U(β)

∂β ′(j)

∂k(β, β′)

∂β(j)
+

∂2k(β, β′)

∂β(j)∂β ′(j)

where k(·, ·) represents some kernel function.

At this point, one may spot several pitfalls of this approach, especially regarding
computation. First, it has a quadratic order of operations needed (all pairs need to
check) with respect to the size of the realisation K. Secondly, it needs the gradients,
which are the primary source of computation expense. Thirdly, it needs the Hessian
matrix of the kernel k, which represents at least K2 quantities. Several considerations
will be needed in order to alight computations.

First, note that the gradients of the target have already been computed in the sam-
pling process. Saving all the gradients in the sampling step means no further evaluation
is needed and addresses point 2. For point 3, the choice of the kernel k will be crucial.
The kernel chosen here is the recommended in [35], k(β, β′) = (c2 + |β − β′|)α that is
ensured to detect non-convergence when c > 0 and α ∈ (−1, 0).

It is straightforward to obtain the gradient and Hessian of this kernel by hand, reduc-
ing the computation by not relying on automatic differentiation. Moreover, the Schwartz
Theorem for the symmetry of second derivatives holds since the function is regular enough
on the argument, so only the upper triangle of the Hessian matrix needs to be computed.
Putting all together, the computation of the Stein kernel becomes symmetric, and, even
though technically it still has quadratic order, the number of iterations needed has been
halved.
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Another further improvement is that, since each of the derivatives considered is a
component of the gradient vector collected during the sampling process, the computation
of the Stein kernel can be vectorised so that there is no need to iterate over all the dimen-
sions. All these considerations alight the computation of the KSD measure significantly.
The implementation used for the experiments is available in the attached code and is an
adaptation of the code that accompanies [48].

Performance measures

Two measures are considered in this regard. On the one hand, the point-wise performance
of Bayesian inference is assessed to compare with classic inference. The R2 score3 value
was calculated for this purpose, between the observed values yi and the Maximum A
Posterior estimates ŷi for the predictive distribution under the sample obtain for each
point, i.e., the mode of the distribution p(y|xi) defined in (1.2).

On the other hand, to assess the performance of the sample as a distribution, for each
realisation of the predictive distribution p(y|xi) a 95% Confidence Interval was computed
to calculate the percentage of correct values. This means the number of observations
for which the true value (not the observed one, i.e., without noise) was included in the
interval.

4.2.2 Gaussian Priors

This first part of the experiment assesses the Boomerang sampler’s robustness to the
model’s complexity as an MCMC alternative in Bayesian inference. In [5], an experiment
was conducted to see how well it scales to the dimension in terms of the Effective Sample
Size (ESS), which estimates the size an IID sample needs to contain the same information.
Here we aim to take that experiment further in four ways.

Firstly, the dimension is increased up to 100 (in the original paper, only dimensions
up to 32 were considered). Secondly, a more informative measure of convergence will be
computed, instead of the ESS. Thirdly, instead of directly targeting a Gaussian distri-
bution, here it is modelled as a Bayesian problem, so, at the same time, its Bayesian
Performance is assessed. Lastly, this formulation also allows testing its robustness to the
amount of noise in the model and the size of the observed sample from the data, as both
can lead to complications in the model.

Definition of the Prior

The Gaussian Prior model is defined very straightforwardly by assigning independent
Gaussian prior to the parameters. The mean and variance of the priors try to reflect
any prior knowledge available for the parameters. For our purposes, the model will be
simplified by assuming no prior knowledge of the parameters. This is reflected in the
prior as follows

β ∼ N(0, Id)

3In particular, the Scikit-learn implementation of the R2 score will be here used. Find details here
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This model offers some flexibility and is easily generalised by replacing the identity with
any matrix Σ that encodes correlation between the different parameters or by adding
different values to the diagonal to account for some shrinkage. These features will not be
considered here as those are not the purposes of the experiment. Moreover, recall from
(4.1) that the model has another parameter σ. The most common approach is to assign
a Gamma prior to the variance parameter, giving rise to the well-known Normal-Gamma
model. However, we will here use the deterministic Maximum Likelihood approximation
and assume it to be fixed to that value.

This parameter is not yet randomised because, under this formulation, the posterior
distribution for the parameters β is easily found analytically4 using the likelihood and
the prior distributions, which are both Gaussian. Using the definition of the posterior
(1.1):

fpost(β|y, x) ∝ (y|β, x)·fprior(β) ∝ exp

(
−1

2
βTβ

)
exp

(
− 1

2σ2
(Yn −Xnβ)

T (Yn −Xnβ)

)
= exp

(
−1

2

[
βTβ +

1

σ2

(
Y T
n Yn − 2βTXT

n Yn + βTXT
nXnβ

)])

∝ exp

−1

2

βT 1

σ2
(Id +XT

nXn)︸ ︷︷ ︸
Σ−1

β − 2βT
1

σ2
XT
n Yn︸ ︷︷ ︸

Σ−1µ




Therefore, identifying terms as indicated in the last line,

β|Y,X ∼ N((Id +XT
nXn)

−1 1

σ2
XT
n Yn, σ

2(Id +XT
nXn)

−1)

where Xn denotes the usual (in regression) design matrix, with each row representing one
observation of the random vector X, and Yn is the column vector with the observations
yi.

This model is advantageous because, for each data set, the true posterior distribution
for the parameters is available. Therefore, it is possible to assess the convergence of the
sample to the true posterior in a very intuitive way by computing the L2-distance
(or euclidean distance) from the sample mean of the parameters to the true mean of the
posterior distribution. Although (as most convergence measures in MCMC methods) this
does not ensure convergence as a sample, it is a symptom that can flag out realisations
that have not converged.

Experimental settings

Since the immediate purpose is to obtain benchmarks on how well these methods perform,
all experiments use synthetic data. This allows reproducing the experiments several times

4Under the aforementioned Normal-Gamma model this is also possible, yielding a t-Student posterior
distribution and its parameters may be found analytically as well. However, these would introduce extra
complications that would distract the experiment from its initial purpose.
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to obtain reliable measurements easily. A combination of changes to the model will lead
to different experimental settings as follows.

• Dimension: three dimensional scenarios were considered, taking d to be equal to
10, 50 and 100.

• Observation noise: models with large observational noise are associated to evenly
spread posterior distributions, with large variances accounting for the amount of
uncertainty in the data. In this case, the challenge for an MCMC method is not
to find the mode but rather to be able to efficiently cover all the sample space so
that uncertainty is correctly detected. In contrast, models with low observational
noise produce concentrated posterior distributions in which, especially in large di-
mensions, it is difficult to find the mode for an MCMC method.

For these reasons, it will be interesting to test whether the sampler is robust to
noise. Three different settings are designed to assess this, corresponding to Low,
Medium and Large noise. Regarding the noise magnitude, notice that the amount
of noise necessary to see some perturbation on the data is highly dependent on the
dimension. For example, a value σ = 5 introduces a large amount of noise in a
small dimensional setting, whereas it would introduce little noise if the dimension
is large. For this reason, the noise in each model is determined by the Signal to
Noise Ratio (SNR), defined as

SNR =
V̂ ar(Yn)

σ2
.

Instead of fixing values for σ, a value for the SNR will be fixed to determine the
amount of noise introduced, and the magnitude of the noise (σ) is subsequently
computed accordingly.

The idea behind the models is that when the true values ytrue are plotted against
the observed ones y (its noisy version), the Low noise model shows a clear line
pattern, the Medium noise shows a cloud of points with some linear relation
visible, and the Large noise models represent evenly spread points. Values were
chosen so that the graphs respected these guidelines.

Different SNR values were needed at each dimension to attain this. For dimension
ten, the SNR took values 50, 10 and 5 for low, medium and large, respectively. For
dimension 50 and dimension 100, the values were 100, 20 and 10.

• Sample Size: Similarly, large data sets lead to concentrated likelihoods and thus
posteriors. Therefore, robustness to this was also tested. It is worth mentioning
that very small (of the order or less of the dimension) data sets were avoided here.
Data sets of this nature would lead to multicollinearity, an issue largely dealt with
in the regression literature and which we are not concerned with here. Although
shrinkage priors are arguably designed to sort these problems, their use here is for
the identifiability of the models.

Two settings were considered, one with large data sets, with 1000 samples for
dimensions 10 and 50 and 10000 for dimension 100, and one with small data sets,
with 100 samples for dimensions 10 and 50 and 1000 for dimension 100.
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All the options above were combined, yielding 18 different models. Ten repetitions
of the experiment with the same settings were performed for each. Random data was
generated according to the settings of the model at each repetition, following the scheme
described below.

µβ ∼ Cat({−3, ..., 3}d)

β ∼ N(µβ, Id)

x1, ..., xn
i.i.d.∼ N(0, Id)

ytrue = Xnβ

y = ytrue + N(0, σ) ; σ =
V̂ ar(ytrue)

SNR

where each model gives the values of d, SNR and n. After generating the data, a sample
for the posterior distribution of the model is estimated using the Boomerang Sampler,
ZZ, BPS and NUTS-HMC using the implementations of the previous section.

Implementation

The implementation of all the MCMC methods used for this experiment is as detailed in
Section 4.15. However, it is still left to define the parts of the PDMPs specific to each
problem: the reference measure, the refresh rate and the technique to sample event times.

In this case, the posterior is analytically available and is precisely a Gaussian dis-
tribution. This means that we could have just chosen the reference measure to be the
posterior distribution for the Boomerang sampler, and the target would become a uni-
form distribution with respect to the Gaussian measure. However, this would be of little
interest as it would not be realistic.

For this reason, and to keep constancy with further experiments, the mean of the
reference measure was always set to β∗ = 0, and lack of prior knowledge of the posterior
distribution was claimed, encoded by taking Σ∗ = Id.

In terms of how the processes are simulated, as detailed in Section 3.3.1, it is possible
to obtain bounds for the Hessian of the target easily. Thus, the approach that follows
from Theorem 3.3.2 is used here. Note that the Hessian of the posterior in this case is
(Id +XT

nXn) and it, therefore, holds that6

||∇2U(β)|| ≤ ||Id +XT
nXn|| =M ∀β ∈ Rd

so that the Dominated-Hessian approach to simulate event times can be used with this
bound.

About the refresh rate, recall from Section 2.4.3 that it should be a trade-off between
irreducibility and reversibility. Therefore the refresh rate was tuned in conjunction with
the sample size obtained, ensuring that the process could represent the target distribution

5All the experiments are reproducible, and its code is available in the file accompanying this report.
6Analogous results hold for ZZ and BPS to bound the rates when the Hessian is dominated [9, 4].
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Figure 4.1: L2 distances (log-scale) between sample and true posterior means, for models with
increasing noise and the ”low setting” sample size.

well enough for the number of samples allowed. Five thousand samples were used as a
burn-in period to warm up the chains, and further 5000 observations were collected.

The refresh rate was subsequently tuned using pre-runs of the algorithms to ensure
that the process could converge in the iterations allowed. This was assessed using the
proportion of accepted steps that represents the number of jumps the process made
due to accepting event times over the total number of samples obtained from the process
(jumps plus refreshes). The main idea of this measure is to ensure that the refreshment
does not dominate the random jumps. The refreshment rate was tuned using pre-runs
of the algorithms so that this measure was around 0.8. This ensures that the sample
contains information from the model rather than uninformative refreshments.

Results

A visualisation of not mentioned results is in Appendix C.1, which includes boxplots of
the different measures taken, separated by noise and size setting. Each graph contains
boxplots of the measures against the dimensions. The data is split at each dimension
according to the different samplers used. Overall, PDMPs are a competitive alternative to
the state-of-art methodology in terms of robustness. The Boomerang Sampler and BPS
show very similar results, being comparable to NUTS in most of the measures observed.
In contrast, ZZ seems to deteriorate quicker.

• Dimension: the most interesting outcome of this experiment is the dimensional
degradation of the studied methods. In terms of convergence, all the methods
are slightly outperformed by the NUTS-HMC (recall that the results shown are in
logarithmic scale). BPS and Boomerang still show very competitive performance
with similar results across all models. In the ’Low size’ setting for the sample size
of the observations, both show few deteriorations with dimension across all models;
see, for example, Figure 4.1. On the other hand, the ZZ deteriorates much more
quickly in all of the models. In terms of performance, they all show very competitive
results, equalising the NUTS in all models. The R2 scores all correspond to the
values one would expect from the different noise levels, meaning that in most cases,
the obtained MAP estimation of the sample could fit the best line possible to the
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Figure 4.2: Percentage of true values that fell within the posterior 95% CI, for models with
increasing noise and the ”large setting” sample size.

Figure 4.3: L2 distances (log-scale) between sample and true posterior means, for models with
increasing noise and the ”large setting” sample size.

data. The results of Bayesian performance are more interesting in terms of the
percentage of correct values. Both BPS and Boomerang sampler outperform the
NUTS here, suggesting that for the number of iterations allowed, they could better
represent the predictive distributions for the data; see Figure 4.2.

• Noise: comparing the results for different noise levels does not show surprising
results, rather than the expected deterioration in the performance of the models
due to the lack of information that the data contains. In terms of how this noise
alters the convergence of the methods, the results align with the effect noise has on
the shape of the posterior distribution mentioned before. It is noticeable how the
methods struggle to converge in low-noise settings with large data sets. However,
this is not unexpected since it is the most challenging case to find the mode of the
posterior (which is also the most informative part of such distributions); see Figure
4.3.

• Sample Size: in the same manner as with noise, results across different sample
size settings differ on how the posterior distribution gets concentrated or spread.
Figure 4.5 illustrates this effect, where the increase of the data size, compared with
Figure 4.4, deteriorates the convergence of all the samplers.
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Figure 4.4: Kernel Stein Discrepancies (log-scale) between the sample and the true posterior,
for models with increasing noise and the ”low setting” sample size.

Figure 4.5: Kernel Stein Discrepancies (log-scale) between the sample and the true posterior,
for models with increasing noise and the ”large setting” sample size.

In conclusion, in this experiment, PDMPs, notably the Boomerang sampler, are
robust enough to different alterations that a real-world model could present. Most im-
portantly, except for the ZZ sampler, they show promising results in convergence in
increasing dimensions.

Furthermore, it is worth noting that the PDMPs considered here are the most sim-
plistic versions possible. In contrast, the NUTS-HMC is a well-studied sampler with a
lot of background theory and for which the Pyro implementations used here are opti-
mised for convergence. Even then, the Boomerang sampler already shows competitive
behaviour, suggesting that when optimised (taking the reference measure to estimate the
target appropriately, factorising the different components of the process to account for
correlation structures as suggested in [5] and considering more efficient ways to simulate
event times) the Boomerang sampler is a strong candidate to be the new state-of-art
MCMC method for large dimensions.
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4.2.3 Horseshoe Prior

The second experimental feature targeted in this series of experiments is the aversion of
these methods to the sparsity of the models. As detailed in Chapter 1, correctly detecting
the sparsity present in a model is crucial in large dimensional settings.

Among all the available techniques for model selection, the Horseshoe Prior seems to
be the most adequate for the problems formulated here. This is because it can perform
actual parameter selection (shrinking to zero the parameters that do not provide any
information or are redundant) while maintaining the state-space continuous.

The Horseshoe prior is found in literature defined in different ways that may be
more convenient depending on the purposes of the model. Here the original definition
will be used [13] which is a scale mixture of Gaussian distributions, in which the space
is augmented, randomising the parameters of the prior as well (the so-called hierarchical
models in Bayesian inference):

ω(i)|λ(i), τ ∼ N(0, λ(i)τ) i = 1, ..., p

λ(i) ∼ C+(0, 1) i = 1, ..., p

τ ∼ C+(0, 1) (4.4)

where ω = (ω(1), ..., ω(p))T , and C+(0, 1) is a half-Cauchy distribution.

Furthermore, a fully Bayesian approach will be considered in this case, and the
observational noise will also be randomised. Therefore, the model is completed by defining

Y |ω(i), X ∼ N(ωTX, σ)

σ ∼ Gamma(1, 1) (4.5)

There are two main issues to note at this point. The first is a notation clash with the
dimension that is worth mentioning to avoid confusion. So far, d has always denoted the
dimension of the model. This stands for the dimension of the parameters (β was a vector
of dimension d), the data (X was a vector of dimension d as well) and the dimensionality
of each component of the Stochastic Processes considered Zt = (βt, vt) (technically the
process having dimension 2 · d. However, these two will not coincide here.

Here the parameter space is augmented, and thus the dimension of the position
component for the stochastic processes not only includes the coefficients of the model
(before denoted as β but here represented by ω to avoid notation mismatches) but also
needs to include all the variance parameters. For this reason, here, p will denote the
dimension of the data X, which coincides with the dimension of the parameters ω and λ.
To keep consistency with the two previous chapters, d will still denote the dimension of
each component of the stochastic processes. Note that now

βt = (ω
(1)
t , ..., ω

(1)
t , λ

(1)
t , ..., λ

(p)
t , τt, σt)

and hence it holds that d = 2(p+ 1).

The second complication is due to the formulation of the model. Under this hier-
archical scheme, now the posterior distribution is no longer analytically available in a
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closed form, nor the mean or variance of the distribution7.

Moreover, some further complications are associated with the shape of the distri-
butions. This model defined by the Horseshoe prior is also known as a ”global-local”
model. This is precisely due to the choice of distribution for the variance variables [52].
The half-Cauchy prior is interesting in this context because it has a heavy tail that will
allow some of the ”local variances” λ(i) to escape the shrinkage while still assigning a
large amount of probability to values close to zero to account for global shrinkage in τ .
Therefore, informally speaking, there is positive probability for the variance parameters
of the coefficients of the model to be close enough to zero.

Notice the shape that the negative logarithm of the target has in this case

E(β) =
n+ 2

2
log(σ2)− 1

2σ2

n∑
i=1

(yi − ωTxi)2 +
p∑
j=1

(log(1 +
(
λ(j)

)2
) + log(λ(j))

+
1

2τ 2

p∑
j=1

1

(λ(j))
2

(
ω(j)

)2
+ n log(τ) + log(1 + τ 2)

and therefore, when computing the gradient, for example, for an arbitrary coefficient

dE(β)

dω(j)
= − 1

σ2

n∑
i=1

(yi − ω(j)x
(j)
i ) · xji +

1

τ 2 (λ(j))
2ω

(j)

Thus, quite clearly, the gradient is not bounded, and, in addition, there is positive prob-
ability that the magnitude of the gradient is arbitrarily large.

This has two implications. The first is that there will be no hope for dominated gra-
dient or hessian strategies to bound the rates of the PDMPs (although alternatives have
already been discussed). Furthermore, the components of the gradient associated with
shrank coefficients will be huge, bringing in some potential numerical issues. Therefore,
it is interesting to analyse whether these methods are robust enough to address all these
issues.

Experimental Setting

Recall that the main goal of this experiment is to test whether these methods can de-
tect the sparsity present in the model and shrink the appropriate coefficients to zero
accordingly. For this reason, we will here be concerned with the sparsity levels.

In concordance with the previous experiment and to keep the reproducibility of the
experiments, synthetic data will be used. The generating process for the data will follow
a similar pattern to that in the previous experiment. However, the dimension, sample
size and observation noise will be fixed to focus on the robustness to sparsity rather than
other external alterations.

Three levels of sparsity will be considered, namely ”Few sparse”, ”Mild sparse”, and
”Very sparse”. They refer to the proportion of the true coefficients for the generated

7Accurate approximations have already been found [12] that estimates the posterior behaviour of
parameters involved. Comparing results with these values is omitted here due to them not being exact
and thus representing a potential source of bias.
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models that will be set to zero. The proportions of sparsity artificially introduced are
0.2, 0.5 and 0.8, respectively.

The dimension of the data will be p = 50, which means that our processes will have
positional dimension d = 102. A ”Medium level of noise” will be again considered for
the observational noise driven by the SNR. The values taken for the SNR differ from the
levels of sparsity (note that large sparsity implicitly means a smaller dimension for the
data and thus lower magnitude for the response), taking the values 7.5, 10 and 15, chosen
so that the guidelines of the ”Medium level of noise” are respected. The sample size of
the observations for all the models will be 1000.

The data generation process can be summarised as follows:

µi ∼ Cat({1, 2, 3}) ; si ∼ B(ρs) i = 1, ..., p

αi ∼ N(µi, 0.2)

ω = (α1 · s1, ..., αp · sp)T

x1, ..., xn
i.i.d.∼ N(0, Ip)

ytrue = Xnω

y = ytrue + N(0, σ) ; σ =
V̂ ar(ytrue)

SNR
(4.6)

Where ρs represents the proportion of sparsity according to each level and B stands for
a Bernouilli distribution.

Now that the models are clearly defined, an specific performance measure will here
be introduced to precisely assess whether the sparsity has been correctly identified. To
decide whether a coefficient of the model has been shrunk or not, a threshold will be
used, assuming that any coefficient with a MAP estimation below 0.2 has been shrunk
and a coefficient with a MAP estimation above that value has not. This value is selected
because a non-sparse coefficient is unlikely to have a true value close to 0.2 under the
data generation process defined above. Note that the smallest possible mean for true
values is 1 with a standard deviation of 0.2. Thus 0.2 is four standard deviations away
from the mean.

The performance measure introduced in this regard is the Proportion of sparsity
correctly detected which computes the number of correctly classified parameters in the
classes ”sparse” and ”non-sparse” over the total number of parameters. Five repetitions of
the experiment were conducted for each of the three models corresponding to the different
sparsity levels, using the same data for the four samplers to avoid unfair comparisons.

Implementation

The implementation of the PDMPs in this experiment follows the same guidelines as in
the previous one, taking the same reference measure for the Boomerang Sampler and the
same considerations regarding the refresh rate.

As mentioned, it is not possible to use the dominance results to simulate event times
here. The different approaches explored in Chapter 3 were tried, with the Numerical
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Figure 4.6: R2 Scores between predictive means and observed values for experiments with an
increasing amount of sparsity present.

Optimisation method showing the best performance results, especially for the Boomerang
sampler due to the reasons detailed in Section 3.4.2.

With the refresh rates tuned using pre-runs of the algorithms as before, 1000 samples
were here used as a burn-in period, and 1000 further evaluations were collected to perform
inference.8

Results

A visualisation of not mentioned results is available in Section C.2 of Appendix C.

First of all, note that the results for the ZZ sampler are not included in the graphs
because they did not converge in any realisation of the experiment for the number of
iterations allowed, and they would distort the images. The results for the BPS are
included for illustration purposes, although they did not converge in some cases.

In terms of performance, the expected R2 scores for the noise included is around 0.6,
which is attained in all the runs by the Boomerang sampler and the NUTS. It is inter-
esting the case of the BPS in this regard. For some of the repetitions, the BPS shows a
significant (in comparison with the other two) low R2 score -with negative values9 in some
very sparse models-, clearly flagging out non-convergence (see Figure 4.6). However, for
these same repetitions, the percentage of true values correctly included in the 95% Con-
fidence Interval is still high, with values above 75%. This points out that the predictive
distribution estimated using the BPS is very spread, leading to wide Confidence Intervals,
including almost any possible value, thus confirming that the yielded chain has not yet
converged. The Kernel Stein Discrepancies confirmed the latter suggestion. The KSD
measures for the BPS were not included in the plots as, for some realisations, they were
too large and distorted the visualisation. This was possibly due to the non-bounded be-

8It was necessary to reduce here the size of the experiments due to time constraints.
9Note that, under the statistical definition of the R2 score as the Coefficient of Determination, it

is a ratio of sums of squares and thus negative values should be wrong calculations. However, the
implementation considered -that follows the usual interpretation of the R2 score in Machine Learning-
admits negative values to express that the mean of the response variable would have resulted in a better
estimation.
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Figure 4.7: Percentages of correctly detected sparse coefficients for models with an increasing
amount of sparsity present.

Figure 4.8: Percentages of true values within 95 % CI for experiments with an increasing
amount of sparsity present.

haviour of the gradients explained above, leading the dynamics far away from the target
and giving rise to ”NaN” values when computed.

Regarding the amount of correct sparsity detected, both the Boomerang Sampler and
NUTS detect the sparsity well enough, with over 90% of the sparsity correctly detected
in ”Mild and Very” sparse models (see Figure 4.7). It seems that this performance for
few sparse models is slightly deteriorated, with only around 80% of the sparsity correctly
detected. However, this is not a consequence of the sparsity itself but instead of the
dimensionality since less sparsity means ”more active” dimensions. BPS can also pick
up the sparsity structure of the model more or less in some of the repetitions. However,
it is, in general, outperformed by both NUTS and Boomerang. So far, the Boomerang
Sampler and NUTS seem to perform reasonably well across all models. However, there
is a compelling case in which the Boomerang Sampler outperformed the NUTS, which is
when it comes to the percentage of true values within the confidence interval. Although
the NUTS seem to have converged in all the realisations, the amount of true values within
the predictive CI is zero for some repetitions; see Figure 4.8. To understand why this is
happening, it is necessary to sketch the main idea under the NUTS sampler.

As illustrated in previous chapters, HMC is essentially based on using a discretisa-
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Figure 4.9: Comparison of the posterior density estimated by NUTS and Boomerang for the
coefficient ω14 in the model (4.5) under the Horseshoe prior setting (4.4) on one run of the
experiment generated by (4.6).

tion of the Hamiltonian Dynamics that preserves the target measure as a proposal for
Metropolis-Hastings algorithms. However, this discretisation needs meticulous tuning so
that the good properties of the Hamiltonian Dynamics are transferred to the proposal,
and the acceptance probability is large. The No-U-Turn-Sampler is a scheme that auto-
matically tunes the proposal by choosing a step size in the direction of the gradient that
maximises the acceptance probability.

The reason it is here failing to do so is precisely due to the non-bounded behaviour of
the magnitude of the gradients under the Horseshoe prior model explained above. When
the sparsity gets large, this behaviour is spread to more components of the process. Thus
when the sampler encounters enormous magnitudes (that increase arbitrarily), to try and
keep the acceptance probability at a decent level (by not proposing far away values), the
step size10 proposed decreases arbitrarily to zero. Therefore, what we see here is that the
NUTS has found the mode of the posterior in the warm-up phase. However, afterwards,
it got stuck there. Thus the posterior distribution estimated is extremely concentrated
on the mode, leading to a very concentrated predictive distribution for the data that does
not give any probability to any other value.

Inspecting more closely the output of the NUTS, it is easy to confirm that this effect
has happened, where in the models for which it failed to represent the entire posterior
distribution, it had an acceptance probability of 0.06 and the step size was of the order
of 10−4. Figure 4.9 illustrates the consequence of this issue, comparing the estimated
posterior density for one of the coefficients of the model in an experiment where this
occurred.

On the other hand, both the Boomerang Sampler and the BPS are robust against
this effect. Note that the gradient in these processes is used differently and not followed
directly; just its direction is taken into account when calculating the direction of a flip in
the velocity. Roughly speaking, magnitudes would cancel out when flipping the velocity.
See, for example, the Boomerang Sampler:

Fβ(v) = v − 2
⟨vt,∇β(��kU(β))⟩

⟨Σ1/2∇β(��kU(β)),Σ1/2∇β(��kU(β))⟩
Σ∇β(��kU(β))

Thus, the velocity flips are invariant for any magnitude transformation of the gradient.

10The step size in HMC refers to the amount of time the dynamics are simulated to propose a new
value
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The other use of the gradients in PDMPs is the rates. The magnitude of the gra-
dient would only affect the rates in case they are positive by making them increase. An
increase in the rates would not be a problem for the PDMP, as this would only produce
quicker jumps. However, there is still a potential undesired behaviour related to the large
magnitude of the rates, a ”spiky” behaviour on the interval [0, tref ]. Huge rates in one
part of the interval and very small in others may lead to very poor bounding of the rates
along the interval and a potential inefficient simulation of the IPP.

It is precisely the refreshments that keep PDMPs robust against this misbehaviour
in two ways. First, the refresh rate would not allow this to happen if tuned correctly.
Secondly, even if it happens, the process will end up refreshing if no jump is encountered.
This spiky behaviour would only produce a temporary, expensive simulation of the event
time. However, it would not affect the output, as Figure 4.9 illustrated.

For all these reasons, in this experiment, the Boomerang Sampler stands out among
its natural competitors as the most sensible choice for sparse models. PDMPs have shown
robustness to the sparsity in the model, with the Boomerang sampler converging quicker
in complicated scenarios.

4.3 Bayesian Neural Networks

The experiments regarding BNNs, rather than testing any particular feature or measure
of the PDMP processes, aim to answer whether PDMPs work on BNNs and can provide a
predictive estimation of the quantities of interest that account for the uncertainty within
the model. To see how they compare to state-of-art methods for BNNs, the Boomerang
Sampler will be compared to a Variational Inference procedure.

In particular, one of the experiments in [32] will be mimicked here. In the mentioned
paper, several experiments are conducted in which some variational approximation fam-
ilies that follow factorised structures are used to approximate the posterior distribution.
The experiment of interest uses a Neural Network model with one hidden layer of 100
units to try and fit observations from the variable Y ∼ N(sin(x), 0.1) over the interval
[−π, π].

Training and test sets will be used to keep consistency with the Machine Learning
literature. Under this consideration and trying to imitate the mentioned experiment
accurately, the data generation for this experiment may be summarised as follows:

xtrain = linspace(−π, π, 100) ; xtest ∼ U(−π, π)

ytrain = xtrain + N(0, 0.1) (4.7)

As detailed in the previous sections, Gaussian and Horseshoe priors will be used
throughout the experiment. The Boomerang Sampler implementation follows the same
guidelines as in the rest of the experiments. Lack of knowledge on the posterior shape is
claimed through the choice Σ∗ = Id and the origin as the mode of the reference measure.
As in the original paper, the observational noise σ is assumed to be known and fixed.

With all these considerations, the model for the data may be written as

Y |x, ω ∼ N(Φω(x), 0.1) (4.8)
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Figure 4.10: Comparison between predictive estimations on test data using a Variational In-
ference approach [32] (left) and using a simulation of the Boomerang sampler (right), both
targeting the posterior distribution for the model (4.8) with some training data generated from
(4.7). Both using Gaussian priors.

where Φω represents the estimation of a Neural Network with one dense hidden layer of
100 units, each of them with a bias term and Rectified-Linear Units (ReLU) σl(x) = (x)+
as activation function, for a certain choice of ω.

Due to time constraints, instead of randomly repeating the experiment several times,
each experiment was performed just once. This makes results less robust but easier to
visualise and provides a picture of how the samplers make predictions.

Before comparing the results, it is worth pointing out key facts about the original
experiment in [32]. First, the purpose of that paper is not to test the validity or the
performance of Variational Inference (as this is already the state-of-art approach for these
sorts of problems). Instead, what they intend to illustrate there is the effect that shrinkage
priors have on the simplification of the Neural Network architecture by vanishing to zero
some of the coefficients leading to simpler structures of bonds. In addition to that,
Variational Inference is not an MCMC algorithm.

For this reason, the results here will solely focus on performance. In the original
paper, [32], the results are presented graphically, with a plot including the training points,
the MAP estimate for test points and a representation of the predictive uncertainty. In
their paper, the uncertainty is represented by an interval centred at each MAP estimate
with a width of three standard deviations of the predictive distribution at each point.

However, a much better representation is to directly consider a Confidence Interval
based on the available sample of the predictive distribution at each point. This is because
there is no evidence that either the predictive or the posterior distributions are symmetric.
Using a fixed interval width around the MAP would produce symmetric confidence bands.

Due to this, a 90% Confidence Interval of the predictive distribution at each test
point will be compared to their results. This interval not only represents the predictive
uncertainty much more accurately but also accumulates a similar amount of probability (a
three standard deviations wide interval around the mean, through Chebyshev’s inequality,
should expect to contain at least 1− 1/32 ≈ 0.9 probability of the distribution).

The predictive performance of the Boomerang Sampler is compared to the Varia-
tional Inference performance under the choice of standard Gaussian distributions as priors
for all the coefficients ω involved in Figure 4.10. The estimations under the predictive
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Figure 4.11: Predictive test estimations based on a sample from the posterior distribution of
the parameters ω for Model (4.8) using training data generated from (4.7) with Horseshoe
priors on the coefficients.

distribution that the Boomerang Sampler obtains account for much less uncertainty than
the predictive approximation of Variational Inference.

Since the true posterior (and hence the true predictive) is not available, it is difficult
to give a sure answer on which of them more accurately represents the uncertainty of the
estimations. From an intuitive point of view and attending to the observational noise
of the model, it seems that the Boomerang sampler is providing a much more realistic
representation of the uncertainty. The point estimations provided by a Neural Network
model trained on the given data should be very reliable as the observed values provided
show little noise.

However, this by no means is to say that one approach is better than the other, as
knowledge of the uncertainty that the parameters introduce should be needed to state
that. This experiment illustrates that the Boomerang sampler is competitive compared
to state-of-art approaches to simple problems.

For the sake of completeness, the same experiment was repeated using the Horseshoe
prior to the coefficients. The results are illustrated by mimicking the previous output in
Figure 4.11.

Unsurprisingly, the uncertainty is further reduced as the Horseshoe prior shrinks
some of the coefficients to zero. This reduces the uncertainty due to the randomisation
of the coefficients. What is more interesting about the fact that the Boomerang sampler
converges in this experiment is the dimensionality. Note that each of the units has three
associated coefficients, one for the input data, one intercept and one for the output. On
top of that, each coefficient has the local variance parameter. Altogether, the dimension
of the position component of the process rises to above 600.

About technical considerations of the experiments, note that Numerical Optimi-
sation was used, the refresh rates were tuned as in the two previous experiments, and
2000 samples were used to warm-up the process, with 10000 evaluations considered for
inference.
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Discussion

This report has detailed what Piece-wise Deterministic Markov Processes are and the
theoretical evidence supporting their usage in Bayesian inference. Different strategies
have been investigated for their practical implementation, accompanied by a ready-to-
use Python repository. Across several experiments, the Boomerang sampler has shown
to be robust against many potential alterations.

Overall, the Boomerang sampler has shown to be a promising alternative for Bayesian
inference on BNNs. Nevertheless, its application in these settings is still a very green
topic. Indeed, this work serves as a foundation stone that opens up a wide range of re-
search lines that can significantly impact the current directions of Probabilistic Machine
Learning.

• Efficient simulation of In-Homogeneous Poisson Processese. Simulation
of event times is the main problem encountered when simulating PDMPs. Effec-
tive methods would significantly increase their performance, especially when sub-
sampling is required.

• Multi-modal targets. Exploring multimodal surfaces is currently a primary con-
cern in the Machine Learning literature. In BNNs, it is addressed through priors
that uniquely identify the posterior parameters by shrinking redundant units that
are permutable. It would be interesting to see how PDMPs explore the sample space
in scenarios in which different modes of the posterior yields different solutions.

• Minor Improvements. Time constraints have largely hindered this project. The
experiments included here keep simple to comply with the time allowed. The results
illustrated here should be contrasted with more robust tests for BNNs. Further-
more, some ideas that arose along the way were eventually not implemented due to
lack of time, and it would be interesting to see how they improved the performance.
For instance, including a Gibbs step to split the sampling of the variance param-
eters in the Horseshoe priors would have probably relaxed the complexity of the
processes and sped up convergence. It would also be interesting to test some already
known approaches to this end, like factorising the process according to correlation
structures.
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Appendix A

Proofs of Chapter 2

Proof (Proposition 2.2.1). The argument of the proof is a reconstruction of indications
found in [28].

dE(f(Zt))
dt

= lim
δ→0

E(f(Zt+δ))− E(f(Zt))
δ

Using the Tower Property this expression becomes:

lim
δ→0

Et(Et+δ|t(f(Zt+δ)|Zt))− E(f(Zt))
δt

= lim
δ→0

Et
(
Et+δ(f(Zt+δ)|Zt)− f(Zt)

δt

)
and finally assuming that the limit and integral are interchangeable the result holds:

Et
(
lim
δ→0

Et+δ(f(Zt+δ)|Zt)− f(Zt)
δ

)
= E(A(f(Zt))

Proof (Proposition 2.2.2 - The Foker-Plank equation). This proof is sketched in [28].
Putting together Propsition 2.2.1 and Definition 2.2.3:

dE(f(Zt))
dt

= E(A(f(Zt)) =

∫
pt(z)Af(z)dz =

∫
f(z)A∗pt(z)dz

Assuming that integration and differentiation are interchangeable:

dE(f(Zt))
dt

=
d

dt

∫
f(z)pt(z)dz =

∫
dpt
dt
f(z)dz

Hence, for any function in the domain of the generator it holds that∫
dpt(z)

dt
f(z)dz =

∫
f(z)A∗pt(z)dz

and since the domain of the generator is a general enough class of functions it must hold
that

dpt(z)

dt
= A∗pt(z)

Proof (Proposition 2.2.3). Main ideas of the proof are given in [28]. Detailed completion
of them is original, including all the arguments related to integration. By Theorem 2.2.1
the generator of a PDMP can be split into two terms, each of which can be regarded as
an operator over the domain of the generator. The proof will consist of computing the
adjoint operator of each of these terms. Let g be a function in D(A) and f a compactly
supported function in D(A). Then

∫
g(z)Af(z)dz can be split in the followin terms:
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• 1st term:∫
Rd

g(z) · ⟨ϕ(z),∇f(z)⟩dz =
∫
Rd

⟨g(z) · ϕ(z),∇f(z)⟩dz =

lim
r→∞

∫
Br

⟨g(z) · ϕ(z),∇f(z)⟩dz

Using now integration by parts inside the limit, the expression becomes

lim
r→∞

∫
Cr

f(z)⟨g(z)ϕ(z), n⃗(z)⟩dz − lim
r→∞

∫
Br

f(z) · div(ϕ(z)g(z))dz

where n⃗ stands for the outward unit normal vector with respect to the integration
surface at z and div(F ) =

∑d
i=1

∂Fi(z)
∂zi

is the divergence operator. Since Cr rep-
resents a circumference centred at the origin, it is clear that the outward vector
normal to any point on the circumference is itself and thus it holds that ∀z ∈ Cr,
n⃗(z) = z

||z|| . This together with the fact that ||z|| = r, ∀z ∈ Cr, allows to write the
line above as

lim
r→∞

∫
Cr

f(z)g(z)

∑d
i=1 ϕi(z) · zi
||z||

dz −
∫
Rd

f(z) ·
d∑
i=1

∂ϕi(z)g(z)

∂zi
dz

= lim
r→∞

1

r
·
∫
Cr

f(z) g(z)
d∑
i=1

ϕi(z) · zi︸ ︷︷ ︸
=h(z)

dz −
∫
Rd

f(z) ·
d∑
i=1

∂ϕi(z)g(z)

∂zi
dz

Note now that f is assumed to be a compactly supported function. Since the dy-
namics are defined to be regular enough (essentially without ”explosions”), and g
is regular enough (since it belongs to D(A)) then the integrand in the first term is
compactly supported as f ∈ C∞

b (S)⇒ f · h ∈ C∞
b (S).

This ensures the existence of some r′ ∈ R+ such that f(z) · h(z) = 0 ∀z ∈ S for
which ||z|| = r ≥ r′. Using this, we have that ∀r ≥ r′:∫

Cr

g(z)f(z)
d∑
i=1

ϕi(z) · zidz =
∫
Cr

0dz = 0

so that the limit in the first term vanishes, allowing to conclude that.∫
Rd

g(z) · ⟨ϕ(z),∇f(z)⟩dz = −
∫
Rd

f(z) ·
d∑
i=1

∂ϕi(z)g(z)

∂zi
dz

• 2nd term:

∫
g(z)λ(z)

(∫
q(z′|z) · [f(z′)− f(z)]dz′

)
dz =∫ ∫

g(z)λ(z)q(z′|z)f(z′)dzdz′ −
∫ ∫

g(z)λ(z)q(z′|z)f(z)dzdz′
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For the first term a change of variable is taken to switch the variable of integration
(this is more of a notation formalism), and a rearrange of the second term yields∫

f(z)

(∫
g(z′)λ(z′)q(z|z′)dz′

)
dz −

∫
g(z)λ(z)f(z)

(∫
q(z′|z)dz′

)
︸ ︷︷ ︸

=1 ∀z∈Rd

dz

Putting all together we have that∫
g(z)

(
⟨ϕ(z),∇f(z)⟩+ λ(z) ·

∫
q(z

′ |z) · [f(z′
)− f(z)]dz′

)
dz =∫

g(z) · ⟨ϕ(z),∇f(z)⟩dz +
∫
g(z)λ(z)

(∫
q(z′|z) · [f(z′)− f(z)]dz′

)
dz

= −
∫
Rd

f(z) ·
d∑
i=1

∂ϕi(z)g(z)

∂zi
dz +

∫
f(z)

(∫
g(z′)λ(z′)q(z|z′)dz′

)
dz

−
∫
g(z)λ(z)f(z)dz =

∫
f(z)·

[
−

d∑
i=1

∂ϕi(z)g(z)

∂zi
+

∫
g(z′)λ(z′)q(z|z′)dz′ − g(z)λ(z)

]
dz

and by definition of the adjoint operator, together with Theorem 2.2.1, the expression in
brackets in the last term defines the adjoint operator of a PDMP. Note that this expression
of the generator that allows to define the adjoint operator was only shown for compactly
supported functions f .

In order to formally complete the proof it would be necessary to show that this extends
the whole domain of the generator. This would be done by showing that the subspace of
compactly supported functions of D(A) is a core of the domain of the generator. This
would mean that the closure of the restriction of the generator to this subspace is equal to
the generator itself, and thus the result could be extended to the entire domain.

However, this is out of the scope of the work here presented and all the relevant
concepts that this proofs aims to illustrate (mainly how the different sources of change in
the behaviour of the process effect the invariance) are already covered by this simplified
proof.

Proof (Theorem 2.4.1). This proof is original. In [5] a proof for this result is sketched,
directly integrating the generator of the process. However, a different argument is fol-
lowed here using the general PDMP results from Chapter 2, showing that the adjoint of
the processes vanishes on the target. In particular, the result regarding the self-adjoing
property on the refreshments is original and gave rise to the interesting interpretation of
the refreshment rates as a trade-off between irreducibility and reversibility. First of all
note that along the proof it will be considered that β∗ = 0. This can be done without
any loss of generality since it would only need a shifting transformation in the position
component to be generalised (no affecting in any way the behaviour of the process).

Recall the condition we have been using to proof the invariance for markov processes

A∗ exp(−U(β)) = 0.

We will again use this same condition here. However, we will here include the refresh rate
in the process to illustrate how that new source of randomness does not alter its long-run
properties.

76



The main implication of this new rate is that the infinitesimal generator of the process
now changes, and so does its adjoint. Now, the probability mass flow entering and leaving
each state has two sources: the switched jumps and the refreshed steps. Thus the second
term in (2.4) is split into two, each of them accounting for incoming and outgoing mass
times the rate of occurrence.

By direct usage of Theorem 2.2.1 the generator is found to be

Aψ(β, v) = ⟨v,∇βψ(β, v)⟩ − ⟨x,∇vψ(β, v)⟩︸ ︷︷ ︸
A

+λ(β, v)(ψ(β, Fβ(v))− ψ(β, v))︸ ︷︷ ︸
B

+ λref

(∫
Rd

ψ(β, v)ΦN(0,Σ)(v)dv − ψ(β, v)
)

︸ ︷︷ ︸
C

(A.1)

where the first two terms correspond to the change of mass due to the deterministic
dynamics expressed in the first term in (2.4) (and are found by direct usage of the product
rule and the definition of the dynamics), whereas the two last terms correspond to the
balance between incoming and outgoing flow of mass in the current state.

The first of those is due to the velocity flips according to event times given by arrivals
in the in-homogeneous process with canonical rates. The last one is due to the refreshed
steps, where now the velocity is sampled from a normal distribution rather than flipped.

In order to compute the adjoint of this new generator we can proceed exactly as
in the proof of Property 2.2.3 and compute the adjoint of each of the terms separately.
Moreover, we can also reuse the respective calculations for terms A and B.

Note that term A, by definition of the Hamiltonian Dynamics, is exactly ⟨ϕ(z),∇zψ(z)⟩.
Hence by the calculations of the 1st term in the proof of Proposition 2.2.3 its generator
is, for any g ∈ D(A), −div(ϕ(z) · g(z)). Taking into account that ϕ(z) = (v,−β)T and
hence ∇zϕ(z) = 0⃗, by the product rule it holds that

− div(ϕ(z) · g(z)) = −⟨ϕ(z),∇zg(z)⟩ (A.2)

For term B, it is also possible to directly reuse calculations from the proof of Propo-
sition 2.2.3. In particular, by the derivations of the 2nd term we have that the adjoint
corresponding to the operator defining term B is, by plugging the Boomerang Sampler
quantities (and integrating with respect to the reference measure):∫

g(z′)λ(z′)q(z|z′)µ0(dz
′)− g(z)λ(z)

Note that, by definition of the kernel (a Dirac Delta mass centred at the flipped
current velocity and current position, so that it is zero except for) it becomes:∫

g(β′, v′)λ(β′, v′)δ(β′,Fβ′ (v
′))(β, v)µ0(dz

′)− g(z)λ(z)

By properties of the Dirac-delta mass (essentially δx(y) = δy(x) and that expectations
with respect to it are the evaluation of the function at its centre) it becomes∫

g(β′, v′)λ(β′, v′)δ(β′,Fβ′ (v
′))(β, v)µ0(dz

′)− g(z)λ(z) =

g(β, Fβ(v))λ(β, Fβ(v))− g(z)λ(z)
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since (β, Fβ(v)) is the only value for (β′, v′) such that (β′, Fβ′(v′)) = (β, v).

It is still needed to compute the adjoint corresponding to the operator defined by term
C:∫

g(z)λref

(∫
ψ(β, w)ΦN(0,Σ)(w)dw − ψ(z)

)
︸ ︷︷ ︸

A3ψ

µ0(dz)

∫
g(z)

(
λref

∫
ψ(β, w)ΦN(0,Σ)(w)dw)

)
µ0(dz)−

∫
g(z)λrefψ(β, v)µ0(dz)

=

∫ ∫ ∫
g(β, v)λrefψ(β, w)ΦN(w)ΦN(v)ΦN(β)dwdvdβ −

∫
g(z)λrefψ(z)µ0(dz)

=

∫ ∫
ψ(β, w)

(∫
g(β, v)λrefΦN(v)dv

)
ΦN(w)ΦN(β)dwdβ −

∫
ψ(z)g(z)λrefµ0(dz)

=

∫
ψ(β, w)

(∫
g(β, v)λrefΦN(v)dv

)
µ0(dβ, dw)−

∫
ψ(z)g(z)λrefµ0(dz)

=

∫
ψ(z)λref

(∫
g(β, v)ΦN(v)dv − g(z)

)
︸ ︷︷ ︸

A∗
3 g

µ0(z)

which means that the operator defined by term C is actually a self-adjoint or Hermitian
operator.

Putting all together, we have found the adjoint operator of the Boomerang Sampler
process to be:

A∗g = −⟨ϕ(z),∇zg(z)⟩+ g(β, Fβ(v))λ(β, Fβ(v))− g(z)λ(z)+

λref

(∫
g(β, v)ΦN(v)dv − g(z)

)
(A.3)

Hence, evaluating the operator at the measure π(β, v) we have that:

∇zπ(z) =

(
∇βe

−U(β)

∇vpv(v)

)
= −

(
∇βU(β)

0⃗

)
· e−U(β) ; ϕ(z) =

(
v
−β

)

and therefore −⟨ϕ(z),∇zg(z)⟩ = ⟨v,∇βU(β)⟩ · e−U(β)

On the other hand, recall that λ(β, v) = ⟨v,∇U(β)⟩+ and that the flip operator
satisfies that ⟨v,∇U(β)⟩ = −⟨Fβ(v),∇U(β)⟩. Using the property for the maximum of
real numbers max{0,−a} −max{0, a} = −a it holds that:

π(β, Fβ(v))λ(β, Fβ(v))− π(β, v)λ(β, v) =
e−U(β) · (⟨Fβ(v),∇U(β)⟩+ − ⟨v,∇U(β)⟩+) = −e−U(β) · ⟨v,∇U(β)⟩

And finally, the last term of the generator vanishes as:∫
π(β, v)ΦN(v)dv − π(z) = e−U(β)

∫
ΦN(v)dv − e−U(β) = 0
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Yielding the evaluation of the adjoint at π to be:

A∗π(z) = ⟨v,∇βU(β)⟩ · e−U(β) − ⟨v,∇βU(β)⟩ · e−U(β) + 0 = 0

which completes the proof.

Proof (Proposition 2.4.1). This proof and the following one are original although they
are just a matter of calculations with few conceptual derivations involved. Take w.l.o.g.
β∗ = 0 and let F (t) = ⟨β,Qβ⟩+ ⟨v,Qv⟩ then under the dynamics (2.11):

dF (t)

dt
=

〈
2Qβ,

dβ

dt

〉
+

〈
2Qv,

dv

dt

〉
= ⟨2Qβ, v⟩ − ⟨2Qv, β⟩

Now since Q is symmetric and thus ⟨Qx, y⟩ = ⟨x,Qy⟩ the derivative vanishes to zero and
the result holds.

Proof (Proposition 2.4.2). Note that

|Σ−1/2v| =
√
⟨Σ−1/2v,Σ−1/2v⟩ =

√
vTΣ−1v

and hence it will be enough to show that |Σ−1/2Fβ(v)|2 = vTΣ−1v. Let now

A(β, v) =

(
⟨vt,∇βU(β)⟩

⟨Σ1/2∇U(β),Σ1/2∇U(β)⟩
Σ∇U(β))T

)
then

|Σ−1/2Fβ(v)|2 = (v − 2A(β, v))TΣ−1(v − 2A(β, v))

= vTΣ−1v − 4 · vTΣ−1A(β, v) + 4A(β, v)TΣ−1A(β, v)

Hence the result holds if vTΣ−1A(β, v) = A(β, v)TΣ−1A(β, v). On the one hand:

vTΣ−1A(β, v) =
⟨v,∇U(β)⟩2

|Σ1/2∇U(β)|2

whereas on the other hand

A(β, v)TΣ−1A(β, v) =
⟨v,∇U(β)⟩2

|Σ1/2∇U(β)|4
· ∇U(β)TΣ · Σ−1 · Σ∇U(β)

=
⟨v,∇U(β)⟩2

|Σ1/2∇U(β)|4
· ∇U(β)TΣ∇U(β) = ⟨v,∇U(β)⟩2

|Σ1/2∇U(β)|4
· |Σ1/2∇U(β)|2 =

⟨v,∇U(β)⟩2

|Σ1/2∇U(β)|2

and the result holds.
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Appendix B

Proofs of Chapter 3

Proof (Theorem 3.3.2). The ideas of the proof are shown in [5], although detailed com-
pletion is original. For the sake of clarity, the argument of the proof is split into steps.

1. By direct usage of the Mean Value Theorem, it holds that for any starting point
(β0, v0) and t > 0, there exists t′ ∈ [0, t] such that

λ(βt, vt) = λ(β0, v0) + t · dλ(βt, vt)
dt

∣∣∣∣
t=t′

2. However, for any t > 0, λ(βt, vt) = max{0, ⟨vt,∇U(βt − β∗)⟩}, hence:∣∣∣∣dλ(βt, vt)dt

∣∣∣∣ ≤ ∣∣∣∣ ddt⟨vt,∇U(βt − β∗)⟩
∣∣∣∣

3. The following holds for the derivative of the inner product above:

(a) Due to the Hamiltonian Dynamics:

d

dt
⟨vt,∇U(βt − β∗)⟩ = ⟨

dvt
dt
,∇U(βt − β∗)⟩+ ⟨vt,

d

dt
(∇U(βt − β∗))⟩

= −⟨βt − β∗,∇U(βt − β∗)⟩+ ⟨vt,∇2U(βt − β∗)vt)⟩

(b) By the Fundamental Theorem of Calculus (let s be a scalar variable and f(s) =
⟨βt−β∗,∇U((βt−β∗)·s)⟩+, so that f ′(s) = ⟨(βt−β∗),∇2U((βt−β∗)·s)(βt−β∗)⟩+
and f(1) =

∫ 1

0
f ′(s)ds+ f(0)):

⟨βt − β∗,∇U(βt − β∗)⟩+ =

∫ 1

0

⟨(βt − β∗),∇2U((βt − β∗) · s)(βt − β∗)⟩+ds

+ ⟨βt − β∗,∇U(β∗)⟩+ ≤ |⟨βt − β∗,∇U(β∗)⟩|+∫ 1

0

|⟨(βt − β∗),∇2U((βt − β∗) · s)(βt − β∗)⟩|ds
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Putting these elements together we obtain the following bound:∣∣∣∣ ddt⟨vt,∇U(βt − β∗)⟩
∣∣∣∣ ≤ ⟨βt − β∗,∇U(β∗)⟩+︸ ︷︷ ︸

i

+

∫ 1

0

|⟨(βt − β∗),∇2U((βt − β∗) · s)(βt − β∗)⟩|ds︸ ︷︷ ︸
ii

+

⟨vt,∇2U(βt − β∗)vt)⟩︸ ︷︷ ︸
iii

We now proceed to bound each of them separately. Take m = |∇U(β∗)| and
note that, by definition of an induced matrix norm ||A|| = sup |Ax|, it holds that
|⟨x,Ay⟩| ≤ |x| · |Ay| · |cos(α)| ≤ |x| · ||A||. Thus

(i)

⟨βt − β∗,∇U(β∗)⟩+ ≤ |⟨βt − β∗,∇U(β∗)⟩|
≤ |βt − β∗| · |∇U(0)| ≤ m ·

√
|βt − β∗|2 + |vt|2

(ii) ∫ 1

0

|⟨(βt − β∗),∇2U((βt − β∗) · s)(βt − β∗)⟩|ds

≤
∫ 1

0

||∇2U((βt − β∗) · s)|| · |βt − β∗|2ds

≤
∫ 1

0

M · |βt − β∗|2ds =M · |βt − β∗|2

(iii)
⟨vt,∇2U(βt − β∗)vt)⟩ ≤ ||∇2U(βt − β∗)|| · |vt|2 ≤M · |vt|2

And therefore the bound on the derivative becomes:∣∣∣∣ ddt⟨vt,∇U(βt − β∗)⟩
∣∣∣∣ ≤ m ·

√
|βt − β∗|2 + |vt|2 +M(|βt − β∗|2 + |vt|2)

Prop,2.4.1
= m ·

√
|β0 − β∗|2 + |v0|2 +M(|β0 − β∗|2 + |v0|2)

Thus going back to Step 1, the result holds:

λ(βt, vt) = λ(β0, v0) + t ·
∣∣∣∣dλ(βt, vt)dt

∣∣∣∣
t=t′
≤

(⟨v0,∇U(β0)⟩+ t · |∇U(β∗)| ·
√
|β0 − β∗|2 + |v0|2 +M(|β0 − β∗|2 + |v0|2)+

81



Appendix C

Experimental results

C.1 Gaussian Prior

Figure C.1: Percentage of true values that fell within the posterior 95% CI, for models
with increasing noise and the ”low setting” sample size.

Figure C.2: R2 scores between the predictive mean and observed value for each individual,
for models with increasing noise and the ”low setting” sample size.

82



Figure C.3: Same quantities as in Figure C.2 for the ’large size’ setting.

C.2 Horseshoe Prior

Figure C.4: Kernel Stein Discrepancies for experiments with an increasing amount of
sparsity present.
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